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Chapter 1

Introduction
The research on tumours is a significant scientific challenge of our time. Most
insights into the micro environment of a tumour are gained via invasive methods, which can change the outcomes of the experiments. Other non-invasive
methods cannot provide resolutions needed for modelling the tumour characteristics. As a consequence it is crucial to come up with a suitable mathematical
model for the theoretical analysis of tumour tissue.
One important aspect which can already be modelled using a partial differential equation is the oxygenation of a tumour. The tumour oxygenation
influences the success of radiation therapy. Therefore, a valid mathematical
model can be helpful to predict the outcome of a therapy and may help to
improve therapy methods.
First simulations using a finite element method software were able to generate promising results. But due to limitations in computational power, the
calculable area is bounded when non-specialized tools are used. Hence, adapting simple mathematical methods to lessen the overhead of memory during the
calculation is essential.
The aim of this project is the development and analysis of a program which
can calculate larger domains in two space dimensions, while needing only a
minimum amount of storage space and reasonable computation time.
Our approach towards this task is to use a finite difference method for the
given partial differential equation. We describe different ways to generate a
suitable domain for a tissue and analyse various discretisations of this domain
with a structured grid. We employ several numerical methods to solve the
system of equations emerging from the discretisation.
Following this approach we were able to obtain satisfying results. These
show that it is possible to solve the equation on large domains with adequate
resolutions using our program.
Due to the particular design of the software it is now possible to extend
the theoretical model. For example, one could adapt the code to solve three
dimensional problems or include other diffusion models.
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Chapter 2

Application
Considering tumour radiative treatment one has to take into account the special structure and characteristics of the tumour. The following sections show
briefly how the physiology of the tissue can be described and how this influences radiotherapy (compare also Dasu 2004 [1]). These points all lead to the
development of models for tumour oxygenation as described in the next chapter and they were also the reason for us to build up a new simulation software
adapted to the problem.

2.1

Tumour micro-environment and oxygenation

The reason tumour treatment is difficult is the special micro-environment of its
tissue. On the one hand, a tumour is usually fast growing. On the other hand,
the blood vessels inside the tumour are not able to grow larger fast enough.
Altogether this results in a vascular network of the tumour that is highly nonregular, which is different from normal tissue because that is usually quite
regularly structured. Another important point is the fact that tumours do not
have any lymphatic vessels that are concerned with absorption of the interstitial
fluid from the tissue. Without these lymphatic vessels the pH may decrease
which leads to a lack of oxygen in some regions of the tissue away from the
vessels.
On the whole tumours can be mainly characterized by a poor blood supply
and irregular network of blood vessels.
Additionally tumour cells consume much more glucose than normal cells.
An important link to radiotherapy is that the DNA repair mechanisms do not
work properly in that case of a glucose deprivation, which is interesting for
acute and chronic hypoxia (Denekamp and Dasu 1999 [4]).

2.2

Acute and chronic hypoxia

Hypoxia means a lack of oxygen in a cell. This may result from a large distance
of the cell to the next blood vessel or a low oxygen level inside the blood vessel
itself.
In general one has to distinguish between acute and chronic hypoxia. Chronic
hypoxia describes a permanent oxygen defect that does not depend on time.
-7-
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In contrast to that, acute hypoxia is the result of an instantaneous oxygen
deprivation that does not remain for such a long time.
The existence of chronic hypoxia in tumour tissue seems reasonable, taking into account the irregular structure of the vascular network and the poor
blood supply in regions far away from the vessels (see also Thomlinson and
Gray 1955 [3]). But it is not so obvious that acute hypoxia occurs in a tumour. The reason for this type of hypoxia that is also called perfusion limited
hypoxia is the temporary occlusion or collapse of certain vessels inside the tumour. This happens because of the rigidity of red blood cells induced by the
lack of glucose and a low pH.
As the following section shows, it is very important to differentiate the two
cases because they do not have the same impact on radiation treatment.

2.3

Influences on radiotherapy

When considering the influences of tumour oxygenation on radiotherapy it is
crucial to consider all the effects happening inside the cells. After the description of the various mechanisms the investigation of the different influences will
lead to a new way of simulating tumour oxygenation.
In general, one can say that there is an increase in radiosensitivity of the
tumour cells if the level of oxygenation rises. When considering the oxygenation more detailed it is supposed that the different forms of hypoxia also
have different impacts on the success of radiative treatment. According to
Denekamp and Dasu 1999 [3] chronically hypoxic cells that lack both, oxygen and glucose, are not able to activate their DNA repair mechanisms. So they
are more sensitive to radiation than normal cells. Depending on the conditions
a chronically hypoxic cell may also be more sensitive than an oxygenated and
glucose-fed cell. In contrast to that, acute hypoxia leads only to a temporary
lack of oxygen, so that the repair mechanisms might still be working due to
the short time of lacking oxygen. Therefore, acute hypoxic cells are considered to be radioresistant to a certain extent (compare Dasu 2000 [4]). This
is one of the reasons why tumour oxygenation is considered one of the most
important factors that determine the failure of radiation treatment (see e.g.
Brizel et al 1997 [5].
As the oxygenation state itself and the different forms of hypoxia thus have
an important influence on the radiosensitivity, it is necessary to distinguish
between these effects by predicting for example the amount of oxygen in every
cell or region.
In order to get information about the oxygenation of certain parts of a
tumour one could try to measure oxygen values experimentally. The problem
is that those measurement methods are mostly invasive and can therefore spoil
the quality of the measurement itself or the resolution is very poor and not at
all sufficient. Additionally, those methods are most often not able to give any
information about whether they measure acute or chronic hypoxia.
At this point theoretical modelling of tumour oxygenation seems the only
possibility to overcome those problems because it can quickly give very good
results depending on the model. Due to this we will describe a model of a
virtual tumour that enables the efficient simulation of tumour oxygenation.
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Chapter 3

Theoretical Modelling
3.1

Mathematical modelling of tumour oxygenation

The problem of tumour oxygenation can be described as a modified version of
a diffusion equation shown in (3.1)

∂t p(t, x) − ∆p(t, x) = f (p, t, x),

(t, x) ∈ I × G

with I ⊂ R, G ⊂ Rn
(3.1)

where I denotes a certain time interval and G is the spatial domain representing
a tumour tissue with a specific number of blood vessels inside. This equation
consists of two terms on the left hand side and a general source term on the
right hand side. The first term with the partial derivative of u with respect to
t describes the temporal change of p. The second term describes the diffusion
caused by the concentration difference in the domain. The standard form (f =
0) of the diffusion equation is a linear partial differential equation. Therefore,
a linear numeric solver would be sufficient to solve that equation.
In the model one is interested in the variable p. In the given model p
denotes the partial pressure in the tissue as a representative value for the
oxygen content.
For describing the process of tumour oxygenation the diffusion equation
is supplemented with the loss term f = −q(p), which describes the oxygen
consumption of the tissue.

q(p) = qmax

p
p+k

(3.2)

In this equation qmax is the maximum consumption rate and k is the partial
pressure at which the consumption rate decreases to one half of the maximum
value.
Because of the fact that this term is non-linear, the whole PDE has to be
solved with a non-linear solver.
The diffusion coefficient D in (3.3) implies the assumption of being independent of x. This is only valid if the tissue is homogeneous, which may be
a valid simplification in this project. As one further simplification the oxygen
-9-
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diffusion is considered to be stationary, so the partial derivative of p with respect to t vanishes. In reality this is approximately true. This finally leads to
equation (3.3).

−D∆p + qmax

p
=0
p+k

(3.3)

This equation can be classified as an elliptic equation. Hence, the problem
is a boundary value problem. As the partial pressure inside the blood vessels
is typically constant, the vessels serve as boundaries additionally to the border
of the domain.
For the project we have considered two different boundary models. Both
have in common that the variable p at the boundary of the blood vessels inside
the tissue is set to a user-specified value.
In the first boundary model we have considered the boundary of the tissue
to be a Dirichlet boundary. That means the pressure at the outer boundary is
set to a certain value.
Concerning the second boundary model we have considered the domain to
be periodic. So one does not need to impose values for p on the boundary of
the domain.

3.1.1

Parameters

The given equation is composed of the different parameters mentioned in (3.3).
In order to include these in the model one has to take a closer look at their
influence in the equation and their units. In the given model the used measurement unit for length is µm.
The variable for which the equation has to be solved is the partial pressure p,
which represents the distribution of oxygen in the tissue. All blood vessels have
a constant specific value for their partial pressure. The unit of the pressure is
1 mmHg ≈ 133 Pa corresponding to the pressure occurring in a 1 mm mercury
column. A representative value for the pressure in blood vessels is 40 mmHg
(Thomlinson and Gray, 1955 [3]).
The diffusive term of the equation contains the diffusion coefficient D. As
2
depicts, it describes how much oxygen diffuses across an area
the unit µm
s
in a certain time along the pressure gradient. It can also be described as the
mobility of oxygen particles. The diffusion coefficient in the tumour tissue is of
the order 103 . A higher diffusion coefficient means a higher diffusion of oxygen
2
from the blood vessels into the tissue. For example it can be set to 2 · 103 µm
s
(compare Tannock, 1972 [6]) depending on the temperature of the body.
The consumption term (3.2) stands for the consumption of oxygen in a part
p
of the tissue with a certain pressure. The expression p+k
is a value between 0
and 1. Therefore, the maximum consumption qmax in front of the expression
makes sense. A representative value in a tumour tissue is a maximum consumption of 15 mmHg
(Thomlinson and Gray, 1955 [3], Tannock, 1972
s
[6]) and k can be set to 2.5 mmHg (Dasu, 2004 [1]).
- 10 -
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3.2

Tissue generation

The task of tissue generation is to specify the domain on which the PDE (3.3)
will be solved. In order to generate a meaningful tumour tissue one has to
choose the size of the domain first and agree on a certain distribution of blood
vessels inside the domain afterwards. Here the size can be specified by the
length and width of the domain as we only consider 2D domains.
As in Dasu, 2004 [1] for the distribution of the vessel in the area we use
a normal distribution of the minimal distance between two vessels. A normal
distribution can be described by two parameters µ and σ 2 , where the mean µ
is given by
n

µ=

1X
di
n i=1 min

(3.4)

and the variance σ 2 can be obtained from

σ2 =

n
X

2

(dimin − µ)

i=1

1
n

(3.5)

For more information about the statistical background and the different
types of distributions, see also Cramer, Kamps 2008 [10].
The calculation of the minimal distances between two vessels dimin is done
in two different ways. In the case of Dirichlet boundaries it is the distance to
another vessel or to the boundary. For periodic boundaries dimin has to be
computed over the boundaries in order to get the right distance to the next
vessel.
To assign the centres of the vessels we have investigated two methods, described in the following sections.

3.2.1

Scattered grid

By using the scattered grid method n vessels will be placed in the domain so
that the distance in x- and y-direction is equal for each vessel. Afterwards each
vessel will be moved a certain distance into a random direction. The choice of
the direction is done using an uniform distribution, while the distance is chosen
from a normal distribution with µ = 0 and σ 2 equal to the value specified by the
user. An example for the application of this method is given by the following
figure (3.1).
One can see that a higher variance results in a more unstructured grid,
whereas a small variance leads to an almost equidistant distribution of blood
vessels.
An advantage of this method is that the number of vessels is only dependent
on the mean and is therefore the same for different values of σ 2 . A drawback of
this is that the mean distance between the vessels will be significantly smaller
than specified by the user because of the scattering.
- 11 -
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Figure 3.1: Vessel distribution generated by scattered grid method, left variance: 5, right variance: 200

3.2.2

Dart throwing

In the dart throwing method for each vessel a normal-distributed distance will
be chosen. Afterwards the vessel is placed at a random position and it is tested
if no other vessel lies inside a radius of the chosen distance. If this test fails,
the vessel is removed and placed at another random position and so on.

Figure 3.2: Vessel distribution generated by dart throwing method, left variance: 5, right variance: 200
The number of vessels inserted by this method is smaller than the number
- 12 -
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of vessels placed by the scattered grid method. Therefore, the amount of placed
vessels can vary in a large range so the results are less comparable. In contrast
to that the value for the variance and especially the mean is closer to the ones
the user specified.
When solving domains with low variance numbers this method should be
preferred, because the vessels are still placed very randomly in comparison to
the scattered grid method, where the grid structure is clearly visible in figure
(3.1).

3.3

Discretisation

The first step when solving a non-linear partial differential equation is the
discretisation of the related domain and the differential operator which will be
discussed in the following section.

3.3.1

Domain discretisation

In this project a regular grid is used for the discretisation of the domain of
interest. The granularity can be chosen by a certain step size or resolution
that represents the distance between two adjacent points on the grid. For the
sake of simplicity, the step size ∆x = ∆y = h is equal in both directions and has
a constant value in the whole domain, so adaptivity is not taken into account.
The reason for that is the reduced implementation effort (see also the following
chapter) and the large memory consumption of an adaptive grid. The total
number of points of the domain is therefore given as
n = (length/h + 1) · (width/h + 1).

(3.6)

Note that n grows quadratically if the resolution h gets smaller, which is
important for memory consumption throughout the whole development process
of our software project.

3.3.2

Vessel discretisation

In order to translate the continuous model into a discrete model one has to
choose a way to discretise the vessels, which are modelled as a disk in the
continuous model and serve as boundary conditions for the domain. In the
mathematical model a vessel is represented by the coordinates of its centre, its
diameter and the pressure inside. Different pressures in the vessels correspond
to different oxygen distribution, so that one could also use a certain pressure
distribution in an advanced model. In a first model the pressure is equal in
every vessel. The diameter is also equal for every vessel in a first model, but that
can be easily changed so that the diameter is for example normally distributed.
The centre is placed somewhere in the domain and does not necessarily have
to be a grid point. The discretisation of the vessels is now the task to identify
those grid points, that belong to the vessel in a certain sense. These points
later have a constant pressure value defined by the pressure value of the vessel
they belong to. One of these points is further called vessel point. There are
many different ways of choosing the right vessel points. Three of those methods
are explained in the following:
- 13 -

3. THEORETICAL MODELLING - DISCRETISATION
(1) Choose every grid point that is geometrically inside the vessel to be a
vessel point. This means that one has to find the grid points with a
smaller distance to the centre than half the diameter of the vessel.
(2) Choose every grid point having at least one neighbour inside the vessel
as being a vessel point. That means that one has to find the points from
method (1) and also take the neighbours of these points. So the points
inside are extended by a small layer around the vessel.
(3) Choose every grid point that is geometrically inside the vessel and add
all those grid points, which are adjacent to one of the others and are
also not more than a half step size away from the circle, either in x- or
in y-direction. This means that in addition to (1) the distance from the
intersections of the grid lines with the circle and the grid points has to
be computed and this distance has to be smaller than half a step size to
exclude points that are quite far away from the vessel.

Figure 3.3: Discretisation results for different methods (method 1 on the left,
method 2 in the middle, method 3 on the right)
Figure 3.3 shows a vessel of diameter 6 with a step size of 1 where the centre
of the vessel is exact at a grid point. When using the discretisation methods
from above one can see that on the one hand method (1) is not sufficiently exact,
because the outer vessel points have a high distance to the circle. Therefore,
the size of the discretised vessel seems to be underestimated. On the other
hand, method (2) overestimates the size of the vessel by choosing too many
vessel points. Method (3) seems to be the balance between the other methods
and does a good job in this example, because it chooses a grid point outside
the vessel if it is sufficiently near to the vessel.
The behaviour of the different discretisation methods is investigated in detail in chapter 5. Several tests have been done and the error between the
exact and numerical solution has been computed for each method in order to
characterize the methods with respect to the discretisation error and rate of
convergence.

3.3.3

Equation discretisation

When working on a Cartesian grid with equal distances in each direction a
finite difference approach is simple and efficient because one can easily exploit
information on adjacency and the structure of the emerging matrices.
- 14 -
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The terms of the equation (3.3) have to be evaluated at the single grid
points. In order to approximate the differential Laplacian, we use the standard
centred five point stencil as follows:
−∆p|i,j = ∂xx p|i,j + ∂yy p|i,j ≈

−pi,j−1 + 2pi,j − pi,j+1
−pi−1,j + 2pi,j − pi+1,j
+
(4x)2
(4y)2
(3.7)

Where 4x and 4y are the step sizes of the grid in x- or y-direction. For
an equidistant grid with step size 4x = 4y = h, this simplifies to
−∆p|i,j ≈

−pi−1,j − pi,j−1 + 4pi,j − pi,j+1 − pi+1,j
= −∆h p|i,j
h2

(3.8)

The error introduced by this discretisation depends on the fourth derivatives
of the exact function.
−∆p|i,j − (−∆h p|i,j ) =

h2
· (∂xxxx p + ∂yyyy p) + O(h4 )
12

(3.9)

From equation (3.9) it can easily be seen that the error is expected to be
small in regions where the exact solution is smooth. On the other hand, the
error can be quite large if the exact solution changes significantly form. This is
the fact for the region near the boundary of the vessel. In the results chapter
one can observe this behaviour that influences also the convergence rate of the
problem.

3.3.4

Structure of discrete system

An important part of the whole problem is the assembling and solution of the
system of equations, that has to be solved numerically. In order to understand
the difficulties and our solution approach better we now want to explain the
structure of the equation system.

Figure 3.4: Small domain and vessel for explanation of the equation system
A general model problem is presented by figure (3.4). The domain includes
a small vessel of radius 1 and there are 16 points inside the domain.
As an example for the structure of the system matrix A and the right hand
vector b, we consider the problem (3.3). By using the discrete Laplacian from
- 15 -
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(3.8) one can write the emerging linear system of equations in matrix vector
form Ap + q(p) = b after assembling all the unknowns on the left hand side and
all the known boundary values on the right hand side. Let the oxygen pressure
value inside the vessel be denoted as p0 and the step size be h. Further we
assume homogeneous Dirichlet boundary conditions next to the outmost points
of the domain. So the values for the points 1, 5, 9, 13 still have to be computed,
but their left neighbours have pressure value 0.
The consumption term reads
(q(p))i = 0,

i = 3, 6, 7, 8, 11
pi
otherwise
(q(p))i =
pi + k

(3.10)
(3.11)

The result is the following matrix A and the vector b respectively:






D
A = 2
h 






4
−1

−1
4
0

−1
0
1
0

−1



0
0
4
0

0
0
4
0

0
0

0
0
1
0

0

−1
0
1
0

0
0
1
0

−1
0

0
0
4
−1

0

0
−1
4
0

−1
−1

0
1
0

0

0
4
0

−1

0
0
4
−1

−1
0

−1
−1
4
−1

−1

b = p0 ·

D
·( 0 2
h2

1

2

1

1

1

1

1

2

1

2

0

0

−1
4
−1

1















−1
4

0 )

T

For the explanation of the structure we first consider the so called vessel
points, which are located inside the vessel. In the problem above the vessel
points have the indices 3, 6, 7, 8, 11. These points have a constant predefined
oxygen pressure value p0 , so the equation for those points is just
pi = p0

i = 3, 6, 7, 8, 11

(3.12)

Therefore, the matrix has only a 1 on the diagonal in the vessel point-rows and
b has a bold 1 in the same entry.
As the pressure at these vessel points is already known, the contributions
from these points to the other equations are moved to the right hand side vector
b. So for every vessel point neighbour of an arbitrary point one has to add p0
to the corresponding entry in b. This results in the non-bold non-zero entries
in b and the bold zeros on the off-diagonals of the matrix. The other values
(4, −1) emerge from the standard five point stencil for the Laplacian (3.8).
An important result for the analysis of the problem is that A is symmetric
positive definite. In the numerical algorithm the whole system matrix has an
additional contribution from the derivative of the consumption term on its
diagonal (compare (3.17)). But as this term is non negative (see (3.18)) and
only added on the diagonal, the system matrix is still positive definite.
So the convergence of any standard linear solver is guaranteed.
- 16 -
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3.4

Numerics

The numerical approach to use finite differences for the Laplacian yields the
linear system of equations
A·p=b

with A ∈ Rn × Rn , b ∈ Rn

(3.13)

with n from (3.6).
Thus the non-linear partial differential equation (3.3) becomes a non-linear
system of equations
f : Rn → Rn f (p) = DAp + q(p) − Db = 0.

(3.14)

Note that it is crucial to set q(p) = 0 for all points in the vessels to guarantee
that equation (3.12) holds for these points. To solve this equation numerically
we use Newton’s algorithm as it is a simple and low memory-consuming algorithm with a good speed of convergence.
It is also possible to first linearise the PDE and make the discretisation
afterwards. Linearising the PDE would result in using Taylor expansion with
the starting values of the linear numerical solver. After the discretisation one
calculates a new solution and uses the solution to make a new Taylor expansion.
This method would give the same solution.

3.4.1

Newton’s Algorithm

Newton’s Algorithm is a special form of a fixed-point iteration which is generally described by the equation

pk+1 = Φ(pk )

(3.15)

with a start value p0 . In the case of Newton’s algorithm the term Φ(p) is
Φ : Rn → Rn Φ(p) = x − (f 0 (p))−1 f (p)

(3.16)

f 0 : Rn → Rn×n f 0 (p) = D · A + q 0 (p)

(3.17)

with

In (3.17) q 0 (p) describes the differentiated consumption term (3.2).

q 0 (p) = qmax ·

k
(p + k)2

(3.18)

As (3.17) is a rather smooth convex function with values of q 0 (p) between 0
and qmax , a good convergence of Newton’s algorithm is guaranteed. In general
its convergence order is quadratic (see chapter 5.3.1).
To ease the calculation (3.15) is converted into the following algorithm with
start value p0 .

- 17 -
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for k = 0, 1, 2, ... do
solve f 0 (pk )yk+1 = f (pk )
pk+1 = pn − yk+1
end for
One can improve Newton’s method by adding a damping factor α. Its task
is to provide better convergence or in serious cases, when the slope of a function
is very steep or its gradient is not sufficiently bounded, even convergence. The
first task is to check whether the residual of the current iteration has really
improved compared to the residual of the former iteration. If this is not the
case the α being 1 at the beginning comes into account. It adjusts the update
step pk+1 = pn − yk+1 so that the change of the solution into the calculated
direction y is damped. This damping step can be seen in the following altered
Newton’s algorithm.
for k = 0, 1, 2, ... do
α=1
solve f 0 (pk )yk+1 = f (pk )
pk+1 = pn − αyk+1
calculate residual
for i = 0, 1, 2, ...imax while oldResidual ≤ newResidual do
α = α2
undo update step
pk+1 = pn − αyk+1
calculate residual
end for
end for
Now the task is to solve a linear system of equations
Ax = b

with A ∈ Rn × Rn , b ∈ Rn

(3.19)

corresponding to f 0 (pk )y = f (pk ) and update the solution vector p for every
iteration step. This leads to the question how to solve the linear equation
system.

3.4.2

Solution of the linear equation system

To handle the challenge of a low memory consumption we have to use appropriate methods. Therefore, we especially do not want to store the large matrix
A of the equation system. This can be achieved by using methods working on
the evaluation of the matrix by multiplying a vector so that the matrix-vector
product can be directly evaluated. The direct evaluation of these matrix-vector
products without storing the matrix takes advantage of the good structure of
the matrix introduced in chapter 3.3.4.On top of that the boundary values of
the vessels are directly included in the matrix-vector product which is a benefit for the issue of memory consumption. The evaluated product is stored in
a vector. So our approach is to use suitable numerical methods that only use
- 18 -
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operations on matrices resulting in vectors. There are several ways to treat
linear equation systems (3.19) numerically. We choose two different iterative
methods instead of a matrix decomposition. For more detailed information on
memory storage see chapter 5.4.1.
The Conjugate Gradient Method (CG-Method)
The CG-Method is a Krylov subspace method which is in general an iterative
method to minimize the residual in a subspace. The origin of the idea is the
minimization problem corresponding to the linear equation system, which is
to be minimized into a matching direction. In the case of the CG-method this
direction of the steepest descent is the residual of each iteration step
rk = b − Axk

(3.20)

so that the A-norm of the residual is minimized under a scalar product uT Av
with u, v ∈ Uk . Therefore the solution xk can be found in the subspace Uk
consisting of an orthogonal basis of the residuals of each former iteration step
which is formed by help of the Gram-Schmidt process.
The used algorithm with a starting vector x0 reduces to
r0 = b − Ax0
β1 = 0
for k = 1, 2, ... do
if k 6= 1 then
k−1 ,rk−1 i
βk = hr
hrk−2 ,rk−2 i
end if
pk−1 = rk−1 + βk pk−2
k−1 ,rk−1 i
αk−1 = hphrk−1
,Apk−1 i
xk = xk−1 + αk−1 pk−1
rk = rk−1 − αk−1 Apk−1
end for
The CG-method converges for each symmetric positive definite matrix to
the solution of the linear equation system. Its speed of convergence increases
during the iteration and depends on the condition number of the given matrix.
For more information see chapter 5.3.2 and Meister 2008 [8].
The Conjugate Residual Method (CR-Method)
The Conjugate Residual Method is very similar to the CG-Method. One difference is the way of dealing with the minimization of the residual. In the case
of CG this is done by the A-norm whereas the CR-Method minimizes the error
with help of the 2-norm.
Another difference of the two methods is the way of constructing the subspace Uk where the solution xk can be found. The CG-method forms an orthogonal subspace Uk and in the CR-method the residuals are A-conjugate
meaning
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uT Av = 0
with u, v ∈ Uk ,

u 6= v. This results in the following algorithm.

r0 = b − Ax0
β1 = 0
for k = 1, 2, ... do
if k 6= 1 then
k−1 ,Ark−1 i
βk = hr
hrk−2 ,Ark−2 i
end if
pk−1 = rk−1 + βk pk−2
hrk−1 ,Ark−1 i
αk = hAp
k−1 ,Apk−1 i
xk = xk−1 + αk−1 pk−1
rk = rk−1 − αk−1 Apk−1
end for
Again the CR-method converges for symmetric positive matrices.

- 20 -

(3.21)

Chapter 4

Software Design
Just as setting up the model it is important to have a good realization of it by
treating the significance of memory consumption. Therefore, we implemented
a program fitting to the model which at the same time is structured in an
object oriented way and offers a lot of interfaces.

4.1

Overview

The software consists of three main parts and this structure is mirrored by
the folder structure. These parts will be described briefly in the next sections.
Detailed information about the functionality follows in part 4.2.

4.1.1

Tissue generation

The most important class in this part is the TissueGenerator class. The functionality of this class is to create a tissue area. Therefore, it has several different
generation methods. The other classes provide the needed data types for this
class.

4.1.2

Numerics

The Numerics part consists of two subsections Linear Solvers and Non-Linear
Solvers and the class Discretisation.
Discretisation
The Discretisation class only groups static functions, which means it stores no
data itself. Its main task is to translate the continuous information given from
the tissue generation to the discrete data needed in the numerical solvers.
Linear Solvers
In this part the linear solvers are implemented. The most important class is
the LinearSolverInterface. This is the base class of every linear solver. In
the program only a pointer to the LinearSolverInterface is used. So every
class derived from this class can be used as a linear solver. In this project
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we implemented the Conjugate Gradient method and the Conjugate Residual
method.
Non-linear Solvers
The LinearSolverInterface also is a NonLinearSolverInterface. Every non linear
solver has to be derived from this class.
The NewtonSolver class is the implementation of a non-linear solver used
in this project. (For details of Newton’s algorithm see section 3.4.1.)
MatVecOperations
This class stores all the function class pointers used for the calculation of the
results by the numerical methods. It especially encapsulates the needed matrix
vector products.

4.2

Detailed Class Information

This section provides an overview of most of the classes and their relations. In
addition important functions and their usage in the program are described. On
top of that, design decisions of the program will be explained and some hints
on how to extend the program will be given.
This section does not provide descriptions of all functions. Therefore, a
doxygen documentation can be built out of the source code using the command
make doc.

4.2.1

Tissue Generation

The class tissuegeneration has one function, which is called generateTissue.
The first parameter of this function is a GenerationFuncPointer. This is a
class-function-pointer to a function with the following parameters:
NormalDistribution a data type consisting of two double values, one for
the mean distance and one for the variance
double the length of the domain
double the width of the domain
double the size of the vessels
double the pressure inside the vessels
GenerationType specifies if vessel may cross the boundary of the domain
Every function which fulfils this signature can be inserted in the generateTissue(. . . ) function and therefore be used to generate the tissue. As an
example from figure (4.1) generateEvenDistribution(. . . ) is such a function.
To add a new generation function one has to write a function with this
described signature inside the Tissuegenerator class.

4.2.2

Discretisation

Besides the generation and the numerical solvers, the discretisation is a main
part of the software because it connects the generation and the solvers by
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Figure 4.1: Class diagram of the tissuegeneration namespace

translating the continuous data from the generated tissue-area to the discrete
data format needed in the numerical solvers. The main task of the class is
therefore the discretisation of the vessel boundaries inside the domain.
The general procedure done by this class is shown in the following activity
diagram (4.2).
At the beginning the various data vectors and variables are initialised. Then
the first vessel is discretised by the method calculateSingleVesselPoints. Here
the chosen discretisation method (1), (2) or (3) is applied and the information
about the vessel points is stored in a data vector as described in the data types
section (compare 4.5). In order to ease computations these data is currently
given in a local coordinate system (LCS ). Depending on the boundary type
one can handle vessels, that extend over the boundary of the domain and appear on the opposite side again in case of a periodic boundary or just cut these
vessels in case of a Dirichlet boundary. In the next step the values inside the
data vector are transformed into the world coordinate system (WCS ), which is
simply done by an index shift depending on the position of the vessel’s centre.
After that, the current values can be inserted into a larger vector, that will
store all the relevant information of all the vessels in the end. Usually there is
more than one vessel in the domain and so the procedure is repeated until every
vessel is properly discretised and the values in the large vector represent every
vessel point in the whole domain. Before the method ends, a correction might
be needed, because two vessels could possibly intersect. Therefore, checkDiscretisationResults goes through the vector and searches for an intersection of
vessel points from different vessels and corrects the information in order to
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Figure 4.2: Activity diagram of discretisation procedure
ensure that no vessel point occurs twice.
The runtime and memory consumption during any method of the discretisation class is much smaller than those of the numerical solvers, so there is no
need to save the results of a certain discretisation. Instead, one can just load
the generation results and do the discretisation again very quickly.
Numerics
In the numerics namespace the class MatVecOperations provides all the functionality to supply the solver with the needed left and the right hand sides of the
system of equations. These are class function pointers so that they can easily
be exchanged by another function of this class. There exist two different types
of left and right hand sides. NewtonLHS and NewtonRHS belong to the system
(3.15) produced by Newton’s method. LaplaceLHS and LaplaceRHS provide
the linear system of equations arising from the discretisation of the Laplacian
(3.13). Here the data structures of the discretisation are exploited to calculate
the product Ax and the right hand side b efficiently. During these methods the
boundary conditions for the model are implemented. To understand the usage
of these class function pointers and interaction of the NonLinearSolverInterface and the LinearSolverInterface the sequence diagram (4.4) shows the most
important steps towards the solution of the system.
It can be seen that the NonLinearSolverInterface uses the LinearSolverInterface in each iteration step to solve the linear system of equations. The
names at the arrows in the sequence diagram give the most important methods
used during the calculation. There are several abort criteria for the loops of
the NonLinearSolverInterface and the LinearSolverInterface which can be set
by the user. The solvers also need information on the minimal residual for both
loops. Additionally the user has the possibility to choose a maximum amount
of time or a maximum amount of iterations for the non-linear and the linear
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Figure 4.3: Class diagram of the numerics namespace
method. The NonLinearSolverInterface stores the values which are calculated
in each iteration step. The vector is of the size of the dimension n.

4.3
4.3.1

Data formats
Data structures

One reason for the development of a new software to simulate tumour oxygenation was the inefficiency of certain commercial software products with respect
to the memory consumption. As all the vessels are disks, it seems straightforward to make use of that information and to develop new data structures in
order to use less memory storage. Due to that the whole generation, discretisation and also the numerical solvers have to be optimized according to the
memory consumption.
At the beginning new vessel objects are created. Since the area still is
continuous every vessel can be described by the centre of the vessel, its size
and oxygen pressure. So every vessel needs a total amount of memory of
4 × sizeof(double). Because the number of the vessels n is relatively small, here
memory consumption is no concern.
The discretisation requires exact information about which point is located
inside a certain vessel. To save memory we used a new data format that stores
the so called vessel points row-wise. Only the beginning point of a sequence of
vessel points and the end point in each row is stored. Therefore, we only have
to store two indices together with the number of the vessel for each row. For
an example of this data format we refer to the pictures from the discretisation
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Figure 4.4: Sequence Diagram for the Solvers
section 3.3. The data format for the vessel points can be obtained by numbering
the points in the domain from left to right and bottom to top, from 1 to 80 in
this case. This ends up in the data structure represented in figure (4.5)

Figure 4.5: Data format for the vessel from the discretisation section for the
different methods. First row is method 1, second row is method 2, last row is
method 3)
For example, the numbers 20 1 24 mean that the second row of the vessel
discretised by method 1 extends from point 20 to point number 24. So there
is only the need for three values for each row.
As the number of rows along which a vessel extends is linear with respect to
the grid constant, the memory requirements are only linear too. As a further
advantage, splitting or mirroring of vessels and even overlapping vessels can be
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easily captured by this method. But this new structure would be useless if it
led to higher computational costs, for example when finding out if a point is
inside a vessel or not. The special implementation of the linear solvers ensures
that the algorithms never have to look for single neighbourhood information.
Instead the computation of the occurring matrix-vector operations use an algorithm that runs through the whole data vector and uses one data value after
another. Due to that the data structure can subsequently be used and no information at a certain position has to be extracted. Additionally, a complicated
search algorithm can be avoided. The large matrix vector multiplications for
example are done by first neglecting the vessel boundaries and a correction
update afterwards, where the vessel points are used one after another, to end
up with a consistent formulation. Because of this fact, the computational effort is substantially as high as without any vessels at all. Note that this is an
essential improvement of the existing commercial software because it enables
the computation on very large domains.

4.3.2

Text files

The following text file formats can be used to initialise the program with all
the needed parameters.
Input Files
There are two input files, one to load a specific domain and the other to load
the needed configuration for the solvers.
Tissue generation This text file has a very simple structure. In each line
there has to be a keyword which is followed by a whitespace and by a corresponding value afterwards. The following keywords are used for the variables
in the equation:

D the diffusion coefficient of the equation
qMax the maximal consumption rate
k the parameter k of the equation

Furthermore, there are two keywords to describe the size of the domain in
x- and y-direction:

length the length of the domain
width the width of the domain

Afterwards the vessels can be placed in the text file. Here the order of the
keywords is important(x ,y, r, p):
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vessel marks the beginning of a new vessel
x coordinate of the vessel center
y coordinate of the vessel center
r radius of the vessel
p pressure inside the vessel

Solver Initialisation The structure of the text file for the configuration of
the solver is similar to the one of the tissue generation. It contains information on the used resolution and all abort criteria for the used numerical
methods. Additionally, there exists information on the used linear method and
the boundary conditions. The following keywords are used:

Resolution used resolution for the discretisation
DiscretisationMethod used method for the discretisation (1, 2, or 3)
MaxIterations maximum number of iterations in the non-linear method
MaxTime maximum amount of time for the non-linear method
MaxTolerance minimal residual for the non-linear method
LinearMaxIterations maximum number of iterations in the linear method
LinearMaxTime maximum amount of time for the linear method
LinearMaxTolerance minimal residual for the linear method
Periodic sets periodic boundary conditions instead of Dirichlet boundary conditions
ConjugateResidual sets the linear method to the Conjugate Residual
Method instead of the CG-method

Output Files
Tissue Generation and Solver Initialisation The domain and the solver
parameters can be saved in a format similar to the one described in the previous
section. So they can be saved and read again for another simulation.
Results The results are either saved as a bmp-image or as a normal text file
for later visualisation.
The text file consists of numbers only. Each number is in a new line. The
first line describes the number of values in x direction and the second the
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number of values in y direction. After these two numbers the value for each
point is written in the order from left to right and from top to bottom.

4.4

GUI

The software can be run from console, but also provides an simple to use
graphical user interface.
The user interface is based on the Qt-framework. To write image files the
open source CImg-library is used. The GUI classes provide no new functionality, but only visualises the whole process of creation, discretisation and solving.
Parameters can either be provided by text files (in console and GUI version)
or by user input in the GUI (only in the GUI version).
The GUI provides an easy way to run a simulation. It is constructed as
a standard setup. It consists of 5 pages. On the first page the parameters
for the tissue have to be generated or loaded. After that a resolution and a
discretisation method has to be chosen. On the third page the solver has to be
set up. Page four then shows the progress of the solver. When the calculation
is finished the solution can be seen as a image on page five.
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Figure 4.6: Wizard page one and two of the gui
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Figure 4.7: Wizard page three and four of the gui
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Results
Having modelled the problem and developed a specialised software we can now
present our first simulation results of tumour oxygenation. Additionally, we
first validate the numerical solution against a simplified model problem and
derive a simple but efficient a priori error estimator. We investigate a novel
approach of modelling acute hypoxia and take a look at the convergence and
runtime of the numerical methods used during the simulation. As memory
consumption has been identified as the main bottleneck in recent applications
we show that our implementation is able to reduce memory storage significantly.

5.1
5.1.1

Validation
Exact solution of simplified problem

In order to validate the program and to investigate the differences between various settings, especially with respect to the discretisation methods, one needs
an exact solution of the problem to compare it to the numerical results. However, deriving an exact solution for the non-linear partial differential equation
is not trivial. It is not even clear whether an analytical solution exists in the
general case and for arbitrary domains and boundary conditions. Therefore,
we restrict ourselves to a simpler problem.
The non-linear PDE reads
−D4p + q(p) = 0

(5.1)

Now we assume q(p) ≡ 0, which means that we have no oxygen consumption. This simplification is valid for very small values of p, since then the
p
goes to zero for vanishing values of p.
consumption term q(p) = qmax · p+k
Notice that even though the PDE is simplified compared with the non-linear
equation, it still contains the important Laplacian. By neglecting the non-linear
consumption term the type and therefore also the behaviour of the equation
are the same. So, by the investigation of different discretisation methods one
can get results that are also valid for the general case.
Further we need to prescribe boundary conditions on a domain, that enable
the derivation of an exact solution. Here we choose a part of a disk as the
domain, according to figure 5.1. As boundary values we choose two constant
values p0 for the inner boundary and P0 for the outer boundary. We arrive at
the following problem:
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Figure 5.1: Domain for derivation of the exact solution

∂2p
1 ∂2p
1 ∂p
+ 2
+
=0
in Ω := {(r, ϕ) : r ∈ (r0 , R0 ), ϕ ∈ [0, 2π]} (5.2)
2
2
∂r
r ∂ϕ
r ∂r
p(r0 , ϕ) = p0 , p(R0 , ϕ) = P0 ∀ϕ ∈ [0, 2π], 0 < r0 < R0 , p0 > P0 (5.3)
In order to exploit symmetry later, we have chosen polar coordinates and transformed the Laplacian operator into the new coordinate system. Due to symmetry now p does not depend on the angle φ any more and the partial derivative
of p with respect to φ vanishes, so we have
∂ 2 p 1 ∂p
+
= 0.
∂r2
r ∂r

(5.4)

This equation can be transformed using the product rule
∂ ∂p
(r ) = 0.
∂r ∂r

(5.5)

By integration on both sides, we obtain
r

∂p
= c1 .
∂r

(5.6)

We divide by r assuming r > r0 > 0 and integrate again.
p(r) = ln(r) · c1 + c2

(5.7)

The constant values c1 and c2 can now be defined by the boundary values.
After a short derivation we arrive at
c1 =

p 0 − P0
p0 − P0
, c2 = p0 − ln(r0 )
ln(r0 ) − ln(R0 )
ln(r0 ) − ln(R0 )
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so that the solution to the PDE reads
p(r) =

p0 − P0
(ln(r) − ln(r0 )) + p0 .
ln(r0 ) − ln(R0 )

(5.9)

Figure 5.2: Exact solution depending on radius r
The exact solution is shown in figure 5.2. Note, that the PDE is only solved
on [r0 , R0 ] and pressure is has constant value p0 or P0 respectively. One can
see that p decreases from p0 on the inner circle to P0 on the outer circle. If the
vessel is not placed in the origin of the coordinate system but at a point (x0 , y0 )
and one later transforms the solution to Cartesian coordinates, we have
p(x, y) =

5.1.2

p
p0 − P0
(ln( (x − x0 )2 + (y − y0 )2 ) − ln(r0 )) + p0
ln(r0 ) − ln(R0 )

(5.10)

Comparison of exact and numerical solution

With the help of the exact solution we can now investigate the quality of the
numerical solution, if we can implement the simplified problem in the simulation.
In order to obtain the same PDE we set D to 1 and the parameter qmax is
set to zero, therefore the consumption term in the equation vanishes too. Now
we embed a quadratic numerical domain into a disk and place a vessel in the
middle. With the help of the exact solution it is now possible to compute the
values of p at the boundary of the numerical domain, since the numerical domain is enclosed by the circle with radius R0 . Using those values as Dirichlet
boundary conditions for the numerical simulation we can compare the exact
solution with the numerical solution afterwards.
In order to examine the convergence rate as a function of the step size and
discretisation method we compare different test cases.
For a first comparison between different discretisation methods we use a grid
of size 200 × 200µm and let the vessel in the centre have radius r0 = 20 µm.
The convergence threshold of the CG-Solver is set to 0.2 for all of the following
tests in order to obtain a good approximation, since it is not the CG-solver
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that is tested. The non-linear solver is not needed, therefore the simulation
converges after one non-linear iteration, because the PDE is only linear due to
vanishing oxygen consumption.
The exact solution on the domain can be computed using the formula above,
which results in the oxygenation map in figure 5.3.

Figure 5.3: Exact solution for the first test. Colours are varying from red
(35 − 40 mmHg) to blue (0 − 5 mmHg)
After computing the exact and numerical solution for every method we
calculated the error using the following notation: Let p and p̃ denote the exact
and numerical solution and e be the error. Then the error in the cell center
is defined as ei,j = p(xi , yj ) − p̃i,j . The accumulated error (L2 -Norm ) on the
whole domain can be computed easily by
sX
||e||L2 = h ·
ei,j 2
(5.11)
i,j

The pointwise error on the whole domain can be seen for the different
discretisation methods in figure 5.4 (using the same scale for each method).

Figure 5.4: Error distribution for discretisation methods 1,2,3 for first test.
Colours varying from red (positive error) over green (almost no error) to dark
blue (negative error)
As it can be seen from figure 5.4 on the left, the error for discretisation
method 1 is almost zero far away from the vessel in the center. But near the
vessel the error becomes larger showing that the error of the whole simulation
is dominated by the discretisation error of the boundary. Especially the parts
of the vessel that cannot be approximated well by the method show a large
error (dark red area). Namely these are the upmost or downmost part and
leftmost or rightmost part respectively for this particular method. Comparing
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this error plot with the discretisation result for method 1 from figure 3.3, the
connection between the poor approximation of these parts of the vessel and
the error can be observed.
Furthermore the error is always positive for this discretisation method. Due
to the calculation of the error this means that the values of the numerical solution are smaller than those of the exact solution. The reason for this is the
way the method chooses the vessel points. One could already guess from the
description and the results of the method, that there could be too few vessel
points approximated by the method. This is the reason for an overall lower
oxygenation value obtained by this discretisation. In other words, one could
say that the area of the vessel is underestimated by the method which results
in an lower oxygen value on the whole domain.
A really different picture is created when using discretisation method 2, as
the middle of figure 5.4 shows. On the one hand, the error also mostly occurs
in regions near the vessel in the center of the domain, which is not surprising
comparing the remark above. On the other hand, the regions in which the error
has the highest absolute values is not the same as for method 1. In method 2
the highest error can be observed near the boundary of the domain at an angle
of about thirty to sixty degrees from the axes. But again one can see a strong
relation between these regions and the results of the discretisation as shown
in figure 3.3. In fact, the region from about thirty to sixty degrees from the
axes is quite poorly approximated by method 2 because there are vessel points
located, which really have a large distance from the circle.
As another observation, the different colours represent negative values of
the error almost on the whole domain. This correlates with the definition and
the results of method 2 in the sense that this method always assigns to many
vessel points and therefore overestimates the vessel area.
The last discretisation method again yields different results as it can be
seen in figure 5.4 on the right. As a first observation, the overall error is quite
small compared with the other methods. Similar to the other pictures, the
error occurs in the region near the vessel boundary, where certain parts show
a larger error than others. Here the same behaviour as for method 1 can be
observed, for example the error is large near the upmost part of the vessel.
This is also comparable to the discretisation results in figure 3.3.
A significant difference is that the error is neither strictly positive nor negative on the whole domain. Next to regions of a negative error are also small
areas of a positive error. It seems that the method can approximate the boundary better than both other methods because it combines the positive aspects
of both methods. Due to that, the area of the vessel is approximated with a
higher accuracy resulting in a lower error.
The overall relative error of each method can additionally be derived and
is shown in figure 5.5.

Figure 5.5: Relative error of test results for different discretisation methods
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The qualitative information from the remarks concerning figure 5.4 are
quantitatively confirmed by figure 5.5. One can see that method 3 results
in the smallest relative error on the whole domain, while method 3 seems to
give the largest relative error for this test case. Besides that, a relative error
of about 0.1% is quite a good result for a resolution of only 1 µm.
In order to improve the significance of these first results we extended the
test using different settings. For the first series of tests, the numerical domain
has a size of 100 × 100µm units with a vessel of size 10 µm, corresponding
to r0 = 10 µm. The second test was done with a 200 × 200µm domain and
r0 = 30 µm to have larger vessels and to have more boundary effects in the
results.
We computed the error for each of the three discretisation methods for step
1
µm and present the results in a double log-plot
sizes varying from 8 µm to 32
in order to obtain a rate of convergence easily.

Figure 5.6: Error for different methods on 100 × 100µm domain with vessel of
radius 10 µm
The results for the first test series are shown in figure 5.6. Note, that
the picture shows absolute errors. The error is principally decreasing with
decreasing step size, which should be the case. But at first view a distortion
can be noticed for discretisation method 2 and step size 2. The reason for that
is the specific way of discretising the boundary conditions. In this particular
example both, method 1 and 2, give the same error, only because they show
exact the same number and distribution of vessel points. They both result in 97
vessel points, whereas the number of vessel points differs between both methods
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for other step sizes as it can also be seen in figure 5.7. These distortions only
occur for very large resolutions, because for smaller resolutions the methods
almost always give different numbers of vessel points.Therefore, the error plot
is smoothed out and the different methods do not intersect any more.

Figure 5.7: Number of points discretised using different methods on 100 ×
100µm domain with a vessel of radius 10
Nevertheless, a main result is that method 3 gives the smallest error, followed by method 2, and method 1 has the largest discretisation error, except
for another distortion occurring for a step size of 4 µm due to the poor resolution. So, this generally verifies the observations made concerning figure 5.4
and therefore one should better use method 3 when simulating a real problem.
Another question is, if method 3 has only a lower error, or if it even has a
better convergence rate than the other methods. Now we consider the rate of
convergence of the different methods.
From error plots of the whole domain it became clear, that the largest
errors occur at the boundary of the vessel (compare figure 5.4). This is due
to the fact that the boundary cannot be captured exactly by any of the three
methods. The exact solution changes quite fast near the vessel boundary,
so a small error introduced by the discretisation of the boundary leads to a
relatively large error when compared with the exact solution. In the rest of the
domain the error is quite small because the solution is really smooth and the
values do not change much over a few cells in contrast to the vessel boundary
region. Another reason is that the error introduced by the discretisation of the
Laplacian is of second order, whereas the boundary can only be approximated
with at most first order. Therefore the error on the whole domain and also
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convergence order are dominated by the error of the discretisation method.
In order to obtain this linear rate of convergence in our test without the
distortion in figure 5.6, we did a second test series on a larger domain with a
larger vessel. By doing this, the possibility of having the same number of vessel
points for two discretisation methods decreases and the error plot should give
better results.
The results of the second test series can be seen in figure 5.8.

Figure 5.8: Error for different methods on 200 × 200µm domain with vessel of
radius 30
Here the results are not influenced by special effects during the discretisation
such as having the same number of points, because the domain is larger and
also the vessel radius is three times as large as before. Due to that one obtains a
quite smooth decrease of the error for varying resolutions. In addition to that,
the same characteristics for the different methods can be found. So method 3
definitely shows the best results while method 2 has the largest error on the
whole domain.
Concerning the rate of convergence one can easily compute a curve fitting
by linear regression of the double log data from 5.6 and 5.8. After that the
slope of the line is the rate of convergence for the specific test case and method.
This yields the results shown in 5.9. At first sight, method 1 and 2 have only
a slightly different rate of convergence. But it can also be seen that the values
for the first test are smaller than those for the second test. The reason for that
is that the radius of the vessel is 30 for the second test and not 10 anymore.
Therefore, the area of the vessel is larger and as every method sets the values
inside the vessel to the exact solution immediately, the error on a large part of
the whole domain is zero from the beginning and less points contribute to the
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error. As the resolution gets better, the error at there points becomes smaller
and therefore the error reduces quite fast.
Nevertheless, the convergence rate of these methods 1 and 2 is almost one
for test 1, whereas method 3 results in a convergence rate of more than 1.2.
Compared with the first test the same differences can be obtained. Therefore
we conclude, that method 3 has not only a lower error but also a significantly
better convergence rate.
This better convergence rate was not expected and quite a surprise for us,
because the three methods seem to be very similar and should therefore result
in the same convergence rate. The boundary is still approximated with first
order by method 3 but due to the good discretisation results (compare figure
3.3) the error near the boundary is somewhat balanced out, because the choice
of vesselpoints for method 3 depends on the distance to the exact boundary
and not only on which side of the boundary the point is (method 1 and 2). This
prevents the boundary discretisation error from spreading out into the whole
domain and restricts the error to a small area near the boundary, which has
been obtained earlier in figure 5.4, too. The error far away from the boundary
is of second order, so we have a rate of convergence of 2 in this region. As the
error from the boundary of the vessel does not influence the region away from
the boundary for method 3 the contribution of the boundary discretisation
error is smaller compared with the other methods. So we have a convergence
rate of 2 in a larger part of the domain and by averaging process of measuring
the error in the discrete L2 -Norm on the whole domain, this is only reduced to
a value of 1.2 and not to 1.

Figure 5.9: Rate of convergence for different test cases and discretisation methods
But the error does still depend on the quality of the boundary discretisation. One possibility to fix the error at the boundary could be an adaptive mesh
generation or cut cells at the surface of the vessel. But an essential drawback
would be the memory consuming storage of the boundary information. In order
to be able to work with large domains with many vessels the only possibility to
avoid memory overhead is to use a simple but efficient data structure to reduce
memory requirements. With the help of a new data format, as described in
the software section, we were able to reduce the additional memory storage
from quadratic to linear with respect to the grid size. A further improvement
could be to interpolate the exact oxygen pressure value from the boundary of
the vessels to the adjacent points, but we have not considered this here because it results in more complicated matrix operations and therefore increases
computation time.
In summary, it is shown that the numerical solution of our software converges to the exact solution. This has been verified by comparison with the
exact solution of a simplified problem. The convergence rate is approximately
1 for every discretisation method. Regarding absolute error and convergence
rate, method 3 shows the best results.
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5.2

A priori error estimator

In practical application one is interested in a priori error estimates in order
to choose the right resolution. The choice of the resolution is very important,
because it determines the number of grid points and therefore also the computational effort needed to solve the problem. So if one wants to get a numerical
solution that is sufficiently accurate, it makes no sense to choose the smallest
resolution possible because one then needs a lot of time to get this solution.
It is reasonable to look for the largest resolution that will give the numerical
solution that has the desired accuracy.
For the derivation of an a priori error estimator, we assume linear convergence as shown by the comparison of the exact and numerical solution in
section 5.1.2. As we are concerned with calculating the number of hypoxic
cells inside a tumour tissue, a possible criterion for the accuracy of the solution
could be, how good the fraction of these hypoxic cells is approximated by the
numerical solution. Similar to that, one could take the fraction of vessels that
have a certain oxygen pressure value. So we take a function f˜ : R → R that
depends on the resolution. The value f (h) represents the percentage of values
within e.g. 20 mmHg − 25 mmHg. The numerical solution gives this approximate value. The percentage of the exact solution is just denoted by f = f˜(0)
and does obviously not depend on the resolution. Now, one wants to estimate
the error
|f˜(h) − f |.

(5.12)

For the a priori error estimator, we employ the following ansatz for the
calculation of the difference between two resolutions
|f˜(h1 ) − f˜(h2 )| ≈ C · |h1 − h2 |k

(5.13)

where C is a constant and k is the rate of convergence, which is assumed
to be one. The error in (5.12) can then be derived as
|f˜(h) − f | = |f˜(h) − f˜(0)| ≈ C · |h − 0|k

(5.14)

The value of C still has to be computed by comparison of different resolutions. Therefore we follow the estimation ansatz (5.13) and calculate C using
two different resolutions as follows

C≈

|f˜(h1 ) − f˜(h2 )|
|h1 − h2 |k

(5.15)

In order to get a value for C one can either assume k = 1 or calculate k
first with the help of another resolution. It holds that

C≈

|f˜(h1 ) − f˜(h3 )|
|f˜(h1 ) − f˜(h2 )|
≈
k
|h1 − h3 |
|h1 − h2 |k
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So we can solve for k and get

k = log |h1 −h2 |
|h1 −h3 |

|f˜(h1 ) − f˜(h2 )|
|f˜(h1 ) − f˜(h3 )|

(5.17)

Thus, it is possible to calculate the value of C without assuming k = 1.
After having derived or assumed values for C and k. The a priori error
estimation reads
|f˜(h) − f | = |f˜(h) − f˜(0)| ≈ C · |h − 0|k ≈ C · hk .

(5.18)

The values f˜(h1 ), f˜(h2 ) and f˜(h3 ) have to be computed by numerical simulations. Therefore we consider the following test case: Take a domain of size
400 × 400µm with vessels of radius 5 µm and a mean distance of 120 µm using the scattered grid distribution. Then we simulate the oxygen distribution
by running the software and calculate the percentage of values within certain
ranges of oxygen pressure values. The results are shown in figure (5.10).

Figure 5.10: Percentage of values within certain ranges of oxygen pressure
values for different resolutions in µm
One can see that most of the cells have values of about 5 mmHg − 10 mmHg
and only very few cells very high values. But the most important fact is that
the percentage of values seem to stabilize for smaller step sizes. The values
of the numerical solution get nearer to the exact values, so one can assume
that the exact value is approximated in the limit h → 0, corresponding to
f = f˜(0). Furthermore, the values are still changing a lot for resolutions 8 µm
and 4 µm. When the resolution is 1 µm the values are almost the same even for
finer grids. So a reasonable value for the resolution seems to be 1 µm, because
smaller values do not increase the accuracy of the simulation very much and
lead to higher computational costs.
It is also possible to estimate the value of C using the values from figure
(5.10) in order to compute an error bound and choose the resolution according
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to that. Here we choose f˜ = fg
0−5 to be the percentage of hypoxic cells, so the
percentage of cells that have an oxygen value of 0 mmHg − 5 mmHg.

Figure 5.11: Values for parameter C obtained by equation (5.15) using results
from figure (5.10)
Assuming k = 1 and deriving C from equation (5.15) one obtains different
values depending on the choice of h1 , h2 . The values are presented in figure
(5.11). Neglecting the highest value C = 20251 because of the bad resolution,
we take the maximum value for our estimate
C = 7998 ≈ 8000.

(5.19)

So, for an relative accuracy of 1% = 0.01 it is approximately sufficient to use
a resolution of 0.25 µm according to the following derivation (here we assume
the exact value f0−5 ≈ 0.25 which seems reasonable compared to figure (5.10)
where f0−5 stabilises at about 0.24):
|0.25 µ|1
0.00000025
|fg
0−5 (1) − f0−5 |
≈C·
= 8000 ·
= 0.008 < 1%
|f0−5 |
|f0−5 |
0.25

(5.20)

Note that this is only an error estimate so this does not have to hold for
every application, but it can give useful information on how to choose the
resolution in general. It is also important to say that the values of C differ, when
considering different functions for f˜, for example the percentage of oxygenated
cells (in our example the other values were smaller, which means that the choice
of 0.25 µm is still quite conservative).
We expect the results to be valid for other applications with larger domains
and more vessels. Therefore, the user is now able to choose an appropriate
value for the resolution without calculating a numerical solution first.

5.3

Convergence results for numerical methods

Except from the fact that the memory consumption of the used methods should
be as low as possible we should also keep the runtime in mind. Therefore it is
important to analyse the assumptions made on the convergence of the different
numerical methods used.

5.3.1

Convergence of Newton’s algorithm

The equation
||pk+1 − p∗ || ≤ C · ||pk − p∗ ||2

(5.21)

holds for Newton’s algorithm as shown in Dahmen and Reusken [7] for several restrictions. The Jacobian f 0 (p) should be invertible and Lipschitz continuous. Furthermore, the start values should be chosen in an appropriate way
which is discussed later on. Looking at the Jacobian f 0 (p) given by (3.17)
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we can directly state that it is invertible as the matrix occurring from the
discretisation has full rank. Additionally we state for a p ≥ 0 and s ≥ 0
||f 0 (p) − f 0 (s)|| = ||q 0 (p) − q 0 (s)|| ≤ ||q 00 (ξ)||∞ · ||p − s|| = L||p − s||.

(5.22)

As q 00 (ξ) is bounded in the domain of the solution the Jacobian is Lipschitz
continuous. Therefore we expect local quadratic convergence for special start
values.
To analyse the convergence for the model one first has to think about appropriate start values.
The naive ansatz is to assign start values of 0 (a). As the exact solution
should show the chosen pressure values for the points belonging to the vessels,
the idea is to assign this pressure already to these points in the vector of start
values (b).
In order to analyse the occurring residuals for each step we make use of the
∞-norm of the evaluation of the right hand side of the non-linear system (3.14)
||f (p)||∞

(5.23)

as it is easy to calculate and does not consume too much memory. On top of
that the ∞-norm is independent of the size of the calculated area. There would
also exist the possibility to check the norm of the update term y described in
the algorithm.
To test the evolution of the residual and the speed of convergence we use
a representative example of an area of 1 mm2 with 64 vessels of equal radius
10 µm.

Figure 5.12: Development of the residual for (a) and (b)
By looking at figure (5.12) one can get an impression of how quick Newton’s
method converges for such a large system as it needs only 7 iteration steps.
Comparing iteration step number 1 for the different start values gives a hint
that the choice of method (b), shown by the red line, has only noticeable
effects on the residual after the first Newton step based on solving the first
linear system. So in general it does not effect the number of iterations and
the speed of convergence in Newton’s method because the error at the vessel
points is corrected very quickly by the update step.
- 45 -

5. RESULTS - CONVERGENCE RESULTS FOR NUMERICAL
METHODS

Figure 5.13: Development of the residual for different dimensions
Figure 5.13 shows the development of the residuals for different dimensions.
Here the values in the first line stand for the length of the the quadratic area
in mm2 . It becomes clear that the number of iterations does not depend on
the dimension of the system to be solved. But for the case of the area of 1 mm2
corresponding to a dimension of 1002001 there are more iterations needed than
for the other dimensions. This is due to the fact that in the case of a number
of 64 vessels with a radius of 5 µm2 the resulting area has a higher density of
vessels. There for the full range of the different pressure values is given in the
whole are. In all other cases there are more areas of low pressure so that the
values for all points do not differ that much. Therefore the change compared
to the starting vector is smaller for these cases. As a result, the number of
iterations depends on the density of the vessels in the area denoted by the
variance and especially the mean of the used distributions.
The easiest way to check the results for the speed of convergence is to use
a further estimation for the expressions in (5.21) for an order of convergence
higher than 1. The following estimate holds (Dahmen and Reusken [7]):
||pk − p∗ || ≈ ||pk+1 − pk ||

(5.24)

In our case ||pk+1 − pk ||∞ = ||yk ||∞ is used. In figure (5.14) we take a look
at the same setup as in (5.13) for the area of 1 mm2 . One notices that for the
area densely filled with vessels the quadratic convergence can be seen after 6
iterations as the number of correct digits doubles.

5.3.2

Convergence of Conjugate Gradients and Conjugate
Residual

In the following we will have a look at the convergence of the linear numerical
methods introduced in chapter 3.4.2. Theoretically both used methods should
converge to the exact solution in n iterative steps where n as usual denotes
the dimension of the system of equations. As already mentioned, the solution
should be in the range of the approximation behaviour that can be reached by
the discretisation. So ones gets a lower number of iterations than n. Figure
(5.15) shows different numbers of iterations for different dimensions and different means for the distribution of the vessels. They were calculated by using a
residual of 0.0001 as an abort criterion.
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Figure 5.14: Norms of the update vectors for Newton’s algorithm

Figure 5.15: Mean number of iterations for the CG-method

The (*) stands for an area with a higher density of vessels. Again, one
notices that the number of iterations to reach a certain residual does not depend
on the dimension but on the density of vessels in the domain. This is the same
result as for the number of iterations of Newton’s algorithm. Note that the
start value for each iteration is consistent with the solution y of the linear
system for the old iteration so that the change of the old Newton step does not
get lost and the starting residual of the used linear method decreases during
the iteration of the non-linear solver.
From experience we know that other iterative methods like the Jacobi
method are not as efficient as the CG-method and the CR-method due to
the fact that they need a much higher number of iterations.
To investigate on the convergence of both used methods one can have a
look at figure (5.16).
The norm of the residual belonging to the k-th iteration step rk = Ax − b
(compare (3.19)) is measured in the ∞-norm as in chapter 5.3.1. The upper
graph shows the development of the residual during the iterations. One can
already see how quick the residual decreases at the beginning. To have a better
understanding for the speed of convergence the lower plots the normed error

log10 (

||rk ||
)
||r0 ||

(5.25)

over the number of iterations. Both methods show a linear progression of
−0.01 normed errors per iteration denoting that they have the same speed
of convergence. But one can see that for the first iterations the Conjugate
Residual method converges faster than the Conjugate Gradient method so that
it needs less iterations. Note that the convergence is measured in the ∞-norm.
There will be different results when measuring in the 2-norm or in the Anorm, as the Conjugate Gradient method minimizes the A-norm of the error,
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Figure 5.16: Development of residual of CG (blue) and CR (red)
whereas the Conjugate Residual method minimizes the 2-norm of the residual.
This results can be validated by similar results in Rabenseifner 2010 [9].
The fact that the user can choose abort criteria for the time and the number
of iterations concerning the linear solver makes sense as the used iterative linear
and non-linear methods convergence into the right direction so that a suitable
choice for these abort criteria will not affect the convergence towards the needed
solution.

5.4
5.4.1

Memory requirements and runtime
Memory requirements

Now it is important to check wether the challenge of the project to minimise
memory requirements to ensure the calculation of large areas of tumour tissue
is successfully solved.
As the information on the discretisation needs very few memory depending
on the number of vessels in the area of interest and on the resolution, the
largest amount of memory is needed by the algorithm to solve the given nonlinear system. In the following we will have a further look at the memory
required by the non-linear and the linear numerics.
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To calculate a step of Newton’s algorithm described in chapter 3.4.1 one
needs the vector of the values p and the update vector y. Both are of the
dimension n, which denotes the number of points occurring from the discretisation. Therefore they are depending on the size of the area of interest and
not on the number of vessels in this area. This holds for all used vectors while
solving the system of equations which can be seen in figure (5.17) showing the
memory consumption of the solving methods on an area of 1 mm2 for different numbers of vessels. Here one can observe that the used memory does not
depend noticeably on the number of vessels in the domain.

Figure 5.17: Peak memory for different numbers of vessels
As we expect it to be, figure (5.18) depicts the dependency of the used
memory on the dimension. Here, the red bars represent the memory used by
the numerical methods and the blue bars stand for the additional memory.
The corresponding table of values is figure (5.19). Apparently the additional
memory increases linearly with the grid constant, whereas the largest amount
of the memory increases quadratically with the grid constant and therefore
linearly with the dimension, which can be seen in the lower part of figure
(5.18).
To understand the amount of memory needed one should have a look at
all the vectors used. The used numerical approaches to the linear system are
very low memory consuming. Both, the CG and the CR method, make use of
several vectors of the length n. Instead of storing the matrices of the order of
n2 the needed matrix vector products are directly evaluated, as explained in
chapter 4.2.2 so that the costs of memory are reduced to the order of n.
The algorithm for the Conjugate Gradient method explained in chapter
3.4.2 indicates the use of the the vectors xk−1 , pk−2 , Apk−1 , rk−2 and rk−1 .
The vector x is consistent with the update y of Newton’s algorithm meaning
4 new needed vectors. This number can be reduced to 3 by improving the
algorithm. The nominator of the correction factor βk , which is
hrk−1 , rk−1 i,

(5.26)

corresponds to the denominator of βk+1 in the next step. So by reusing the
calculation of (5.26) one does not need the vector rk−2 any more.
Regarding the Conjugate Residual method one would additionally need the
vector for Ark−1 but this problem can easily be solved by overwriting the vector
of Apk−1 . So the CR method ends up in using 3 vectors as well.
To calculate the residuum the linear and the non-linear solver need additional memory to store the residual vectors for a short time. Further memory
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Figure 5.18: Peak memory for different dimensions

Figure 5.19: Table for peak memory for different dimensions
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storage is required by the evaluation of the matrix vector products. When the
residuum of the Newton step is calculated the right hand side of the system
(3.15) has to be solved. Due to that one needs a maximum of 3 n-dimensional
vectors additional to the 2 of Newton’s algorithm. When regarding the additional vectors for the linear solver more vectors turn into account. Here one
gets a maximum of 4 vectors additionally to the existing 5.
To summarize these results after optimising the algorithms one gets a maximum storage of 9 n-dimensional vectors from the numerical methods. This is
a promising result, as we have a linear dependence of memory on the dimension. On top of that, the optimisations can be seen in the peak memory. When
looking again at figure (5.19) and comparing these results to the peak memories of the unoptimised program one can clearly see the effects of optimisation.
Before one needed 407 MB of main memory as a peak value for a dimension of
4004001, the peak memory 297 MB for the optimised algorithm is a reduction
of about 25 percent. Similar results occur for a dimension of 9006001. Here
the old results for the peak memory were 760 MB compared to the new peak
memory of 620 MB.

5.4.2

Runtime

As already discussed in chapter 5.3.1 Newton’s algorithm converges quadratically. Also the algorithms for the solution to the linear system ensure a good
order of convergence as discussed in 5.3.2. For each step of these algorithms
only up to two matrix-vector-products at the cost of O(n) operations have to
be solved. To get a better sense for the runtime of the program we will look at
the runtime during solving the system of equations given in figure (5.20).

Figure 5.20: Time of calculation for different dimensions
Here one can see the linear dependence on the dimension of the system as
well as the influence of the number of iterations for Newton’s algorithm, as the
values with (*) represent runtime calculations for areas with a dense structure
of vessels. This will affect the number of iterations and therefore the overall
runtime as discussed in chapter 5.3.1.
To increase the speed of convergence of these iterative methods one has
the possibility to use preconditioning algorithms. In the case of the Conjugate
Gradients method a possible method would be the Preconditioned Conjugate
Gradient method introduced in Dahmen and Reusken [7]. As the focus of
the project is set to minimising the used memory a preconditioning method
is not optimal for several reasons. At first, preconditioning means additional
storage reserved for the preconditioning matrix and its evaluation. Another
problem is the destruction of the simple matrix introduced in chapter 3.3.3
so that the introduced data structure for the discretisation become useless.
The more simple and efficient way to decrease the overall runtime would be to
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parallelise the program. For the used iterative methods this can be easily done
as they are based on simple for-loops.
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Chapter 6

Application
6.1

Results of modelling hypoxia

Chapter 2.2 gives information on the two different forms of hypoxia. Our
program provides several new aspects to model hypoxia in an easy way due
to the advantage that all parameters can be directly altered by the user and
information on the radius and the pressure of each vessel is stored.
Chronic hypoxia results from limited diffusion. This is the form of hypoxia that is directly calculated in the model. To investigate on the effects of
chronic hypoxia one can limit the diffusion even more by changing the diffusion
coefficient D.

Figure 6.1: Tumour tissue with chronic hypoxia (D=2000)
Looking at the results of figure (6.1) with a diffusion coefficient of 2000 and
figure (6.2) with D = 1000 that were calculated in a 1 mm2 tissue one can see
the impacts of chronic hypoxia on the oxygenation of the tumour tissue. The
left part of the figure shows an oxygenation map showing the values of the
oxygen pressure for each point of the discretisation. The red values stand for
the high pressure in the vessels whereas blue colours indicate areas of low pressure. On the right hand side of the figure one can see a histogram showing the
percentages for the different pressure values of the oxygenation map. In figure
(6.2) the histogram is shifted to the left due to the fact that the oxygenations
map contains more areas of low pressure.
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Figure 6.2: Tumour tissue with chronic hypoxia (D=1000)

Another form of hypoxia is acute hypoxia being characterised in chapter
2.2. In the model there are different specific own parameters for each vessel.
The most apparent way to model less perfusion is to delete an arbitrary number
of vessels in the tissue which can be easily done in the configuration file for the
vessel distribution (see chapter 4.3.2 for detailed information).

Figure 6.3: Tumour tissue with acute hypoxia for 25 percent of the vessels
In figure (6.3) 25 percent of the blood vessels were randomly deleted. The
results of this are larger areas of less pressure which becomes even more obvious
regarding figure (6.4) where 40 percent of the vessels were deleted.

Figure 6.4: Tumour tissue with acute hypoxia for 40 percent of the vessels
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The program offers even more ways to simulate acute hypoxia. For example
the radius of some vessels can be decreased representing maybe partly blocked
vessels shown in figure (6.5). Here, instead of a radius of 10 µm some vessels
have only 2 µm. It is possible to prescribe different sizes for each vessel in the
domain.

Figure 6.5: Tumour tissue with acute hypoxia modelled by radius
Less blood flow through the vessels can also be modelled by assigning lower
pressure values to the affected vessels. Assigning 5 mmHg instead of 45 mmHg
to some vessels, as done in figure (6.6), leads to similar results as obtained
by deleting these vessels. If one sets the pressure at the affected vessels to
27.5 mmHg, as it has been done in figure (6.7), one can observe results similar
to figure (6.5).

Figure 6.6: Tumour tissue with acute hypoxia modelled by pressure (a)

6.2

Application Example

As a last result, we present the simulation of tumour oxygenation in a large
domain of interest. We consider a domain of length and width 3500 µm. Real
tumours measure about 3 − 4 cm in diameter, so our example is still only a
very small portion of a whole tumour. The resolution during simulation is
1 µm, corresponding to the error estimator from section 5.2. So the number of
hypoxic cells should be quite accurately resolved. For the distribution of the
vessels inside the domain we assume a mean intervascular distance of about
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Figure 6.7: Tumour tissue with acute hypoxia modelled by pressure (b)
100 µm together with a variance of circa 300 µm2 . This distribution results in
a total number of 1296 vessels. The simulation on our desktop PC took only
about 30 minutes.
The numerical solution calculated using our program is shown figure (6.8).
Corresponding to that, figure (6.9) shows the histogram distribution for the
same example. One can see that the tissue consists of large areas with hypoxic
cells (represented by dark blue colour). On the other hand, there are regions
with many vessels resulting in a high oxygen value. The figure shows, that
hypoxia only occurs in regions that show a large variation of intervascular
distances due to the chosen distribution. In regions where the vessels are
almost equidistantly placed the oxygen values are above the hypoxic threshold.
This application example shows the good performance of our software program and verifies the benefits of our work, as other tools are not able to reproduce these result due to the disadvantages regarding memory consumption.
We expect that the program can solve a domain measuring 4 cm2 by using a
peak main memory of about 30 gigabyte so that tumours of a size measured
in cm2 can be modelled. Using a third dimension would not disturb the linear increase of memory consumption with the dimension of the system. An
area measuring 0.4 mm3 could be calculated using 30 gigabyte by introducing
a third dimension.
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Figure 6.8: Oxygenation map for the simulation of tumour oxygenation on a
large domain of size 3500 × 3500µm containing almost 1300 vessels
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Figure 6.9: Corresponding histogram distribution for example above
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Conclusion
Summarising everything, we have achieved several milestones for the simulation
of tumour oxygenation by developing a completely new software program. The
aim of our work was to develop a software program that overcomes the problems
of a high memory consumption to enable computations on larger domains.
After modelling the problem of tumour oxygenation the first important
achievement was the development of several methods to generate tissues that
can be characterised by certain parameters. It has been shown that the promising results of the generation lead to very realistic virtual tumour tissues.
After that, the crucial part of discretising the continuous domain was done
by specialised discretisation algorithms in order to capture the boundary of the
vessels as good as possible. We investigated the behaviour and the influence
of the specific discretisation methods in great detail and were able to compare
these methods with respect to accuracy of the discretisation.
Hand in hand with the discretisation, we were able to design a new data
format to save the boundary information efficiently. Due to that, it was possible to reduce the memory consumption so that the number of vessels inside
the domain does no longer dominate the memory consumption of the whole
simulation, as it was the case for commercial software packages.
Using a standard finite differences approach we could exploit the structure
of the emerging system of equations in order to solve the system quickly with
the help of Newton’s method and a CG or CR method.
As for the software design, we were concerned with a modular implementation of the different parts. Therefore, several interfaces provide the possibility
to integrate new generation, discretisation or numerical solution methods. We
were also able to allow a implementation of further improvement of the physical model to get better results. For the sake of usability we designed a GUI
version of the program that comes up with an option to save the results from
simulations or generated tissues and an option to load these results again.
For the validation of the model and the numerical solution we simplified
the problem for the linear case and derived an exact solution. Our simulation
results show the convergence of the numerical solution to the exact solution for
vanishing resolution. In the context of this validation we obtained the desired
linear convergence rate.
In order to ease practical application, we derived an a priori error estimator.
Due to that it is possible to choose a suitable resolution for a certain accuracy
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7. CONCLUSION of the numerical solution. We showed that it can be enough to use a resolution
of 1 µm for the accurate approximation of the amount of hypoxic cells.
It is important to state the fact that we were able to introduce three novel
approaches of modelling acute hypoxia that can possibly be used combined in
order to get the most realistic results.
As for the numerics part of our project, we could verify the convergence
order of Newton’s Algorithm for our non-linear equation system and have investigated the CG and CR method with respect to memory consumption, runtime and convergence, too. Additionally we have shown that the choice of the
initial guess has less influence on the behaviour of the solvers.
With the help of the achievements above it was possible to simulate tumour oxygenation for tissues that have an area of several cm2 . So far, there
have only been successful simulations for tissues of about 1 mm × 1 mm. That
means, the outcome of or work on a specialised software is the step from the
mm scale to the cm scale. This result is quite meaningful because real tumour
also would have about 3 − 4 cm in diameter. In this sense, the simulation of
tumour oxygenation can really be done for practical applications.
For further work on this project, one could consider the extension to a third
dimension. It is also possible to improve the model, for example treat the vessel
boundary as a membrane. Due to the object oriented software design, other
numerical methods can easily be included, too. To gain the full advantage of
the improved memory consumption of this program it could also be useful to
parallelise the program using OpenMP or MPI.

- 60 -

Bibliography
[1]

Dasu, I. 2004 Theoretical modelling of tumour oxygenation and influences
on treatment outcome, Ph.D. thesis, Umeå University
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