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Abstract
In this work, the theoretical background of the solution of time-independent Schrödinger equations on a rectangular domain is presented for a single electron. The
problem is solved using a Finite Element framework for which convergence behavior
is derived analytically for no potential and constant potentials. For the numerical solution of the arising discrete generalized eigenvalue problem both vector iterations and
projection methods are implemented and evaluated. Finally, the influence of Coulomb
potentials on the convergence behavior of the iterative eigensolvers is examined.
It is shown that the lengthening of the domain results in a convergence gain of two
orders in a one-dimensional problem for certain potentials. For Coulomb potentials a
loss of ellipticity of the discrete linear system is observed, necessitating the use of a
shift on the spectrum which reduces the achievable solution precision. The singularity
of the Coulomb potential does not require any treatment to converge.
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1. Introduction
During our bachelor studies in Computational Engineering Science, we learned about
the importance of numerical simulation in a physical and technical context. With the
growing potential of hardware performance and the related advances in computations
of all kind, simulations on even smaller scales become more practicable and accurate.
Therefore, the simulation of molecules and their properties can be realised better.
This is a field of high interest because of the huge benefit provided. It often allows
the analysis and prediction of results in faster and cheaper ways than experiments
could. In some cases, simulations can even investigate phenomenons that cannot be
reproduced in experiments. This is a very interesting and current topic and therefore
we have chosen it as the context of our project thesis.
The report is about the simulation and evaluation of eigenvalue problems in terms
of the Schrödinger equation. To achieve this, we assume the molecular system to be
described by the eigenvalue problem −∆u + V u = λu with the potential function V
modeling the electron-proton interaction. To solve the given equation, we utilise the
Finite Element Method (FEM) which is a well-known numerical method for solving
partial differential equations (PDEs). Furthermore we make use of the Gridap library
[26] for Julia [4] which provides tools for the grid based approach of solving PDEs.
In the following chapters, we give insight into our way of solving the given problem
and provide documentation of the different steps and results acquired.
In chapter 2, we introduce the physical and chemical theory of the given problem in
more detail and cover the convergence theory, in which context we apply the Galerkin
approach to solve the given equation to receive the discrete eigenvalue problem.
Chapter 3 contains the numerical results of the theory discussed in chapter 2.
Chapter 4 deals with the iterative solution of the generalized eigenvalue problem and
therefore also with the possible solvers which are introduced, compared and evaluated
to show which solver suits best for the goal.
In chapter 5, the influence of the Coulomb potential on the numerical approximation
of the eigenvalue system is analysed.

2. Theoretical Background of Linear
Schrödinger Equation
2.1. Physical Background
On a small scale, the behavior of any system of interest results from the interaction of
the individual particles composing it. In principle, if the state of every such particle
were known, the chemical properties and behavior of the material would be uniquely
defined. In practice, determining the system state is a problem of arbitrary complexity
and necessitates approximative models and conditions on the considered system.
From the point of view of quantum mechanics, every particle can be represented by
a wave function Ψ as described in [20]. It depends on the position r and time t
and represents the particle’s state. More specifically, its square |Ψ|2 constitutes the
probability density to find the described particle at a certain position. Determining
Ψ for all relevant particles considering all relevant interactions would of course be
extremely complex. The first very common simplification is the Born-Oppenheimer
Approximation stating that the nuclear motion and the electronic motion in molecules
can be separated, because the nuclei have a much larger mass than electrons. Nuclei
are therefore considered classical particles that move much slower than the electrons
and can be seen as fixed. Consequently the wave function of only the electrons is of
interest.
The equation defining the system state is then the electronic Schrödinger equation[20]:
HΨ = EΨ.
2

(2.1)

~
The quantum Hamiltonian H = − 2m
∇2 + V (r, t) is an operator combining the effects
of kinetic and potential energy on the electron, therefore characterizing the system
at hand. A simple example of a potential V is the attractive Coulomb force between
opposite charged particles, e.g. a proton and a single electron in a hydrogen atom.
This is discussed and simulated in chapter 5. It is important to note that the equation
(2.1) constitutes an eigenvalue problem, meaning its solution is made up of eigenpairs
(Ψ, E) of eigenfunctions and eigenvalues. The eigenvalue with the lowest absolute
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value is of particular interest in chemistry, because it represents the lowest energy
state of the system.
As a simplification of the general problem (2.1), the molecular system is modeled by
the following problem formulation
Find u ∈ H01 (Ω) and λ ∈ R such that

−∆u + V u
u

=0

= λu in Ω
on ∂Ω,

(2.2)

constituting a linear time-independent eigenvalue problem.1 It is solved on the rectangular, bounded domain Ω = [0, L] × [0, 1]d−1 , where d denotes the spatial dimensionality. In this case, the solution function u corresponds to Ψ and the eigenvalue λ to
the energy value E. The effect of increasing the value of L on the numerical solution
process is of interest, as for possibly simulating chain-like molecules in the future.

2.2. Convergence Theory for Anisotropic Domain
Increase
We are interested in the eigenvalue error evolution for increasing domain length L
with a constant mesh size, while all other dimensions remain fixed.
In order to solve an eigenvalue problem numerically using a Galerkin approach, it
must be given in its weak form such as
a(u, w) = λb(u, w) ∀w ∈ H01 ,

(2.3)

with sesquilinear forms a(u, w) and b(u, w)[22]. The domain Ω is sectioned in a
partition Th of Finite Elements. The elements have polygonal shape and a diameter
of at most 2h[22]. The mesh-width h of Th is defined as the maximum radius of
the outer circle around any element in the partition[25] and is important for the
convergence behavior.
The functions are then discretized by imposing a N -dimensional function space Vh ⊂
H01 (Ω). The discrete solution is now a uh ∈ Vh that fulfills:
a(uh , wh ) = λb(uh , wh ) ∀vh ∈ Vh .
1

H0n denotes the standard Sobolev space with H0n (Ω) = {v ∈ H n (Ω)|v = 0 on ∂Ω}

(2.4)
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The solution uh is computed in terms of a linear combination of the basis functions
spanning the Finite Element space, determined by the coefficient vector xh . The
generalized algebraic eigenvalue problem then reads as: Find xh ∈ RN \{0} such
that:
Axh = λh M xh .
(2.5)
The matrix A denotes the stiffness matrix with the added contribution of the potential
V and M represents the mass matrix. A more in-depth look at the discretized system
is given in section 4.1.
For analysis of the problem on a constant domain and fixed Sobolev space for all L,
it is transformed onto a reference domain Ω̂ = [0, 1]d using a mapping F −1 defined
by:
F : Ω̂ → Ω,

(2.6a)

x̂ = (xˆ1 , ..., xˆd )T 7→ x = F (x̂) = (F1 (x̂), ..., Fd (x̂))T ,

(2.6b)

where x̂ and x denote the coordinates in Ω̂ and Ω respectively.
Note that the transformation is only needed in the first coordinate direction in this
case, therefore all Fi for i ∈ [2, d] are simply the identity, while F1 (x̂) = x̂L.
Since the weak formulation of the problems necessarily contains integrals, the transformation theorem needs to be applied[7]:
Z
F (Ω̂)=Ω

f (x) dx =

Z

f (F (x̂)) · | det(DF (x̂))| dx̂ .

(2.7)

Ω̂

Transforming a problem formulation notably also modifies the Sobolev space the
solution resides in because the computational domain is changed from Ω to Ω̂. An
important concept for convergence analysis of the Finite Element Method is the
continuity of the functional a, where a is defined as the right-hand side of the weak
formulation [13]. It is continuous with continuity constant C for u, v ∈ V if ∃C ∈ R
such that
|a(u, v)| ≤ CkukV kvkV .
(2.8)
Using the continuity constant C, an upper bound for the convergence rate is given by
[22] showing that the discrete eigenvalues λ1h , ..., λm
h approximating λ on a constant
domain fulfill:
|λ − λh | ≤ Ch2τ ,
(2.9a)
with τ = min(k, s − 1),

(2.9b)
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for an elliptic problem. The constant k designates the order of the Lagrange elements
used in the FEM application and s is given by the regularity of the solution i.e.
u ∈ H s (Ω).
The value of s depends on the choice of the potential V , but for all potentials considered in this paper, we can assume a sufficiently regular solution u with s ≥ k + 1. The
eigenfunctions in these cases are a combination of trigonometric functions sin, cos or
more generally exponential functions that are in C ∞ (Ω). Since Ω is bounded, the
solution is also in H s (Ω) for s < ∞.
Theorem 2.1. Let ΩL = (0, L) × (0, 1)d−1 be discretised uniformly with mesh size
h ∈ R. The error of a Galerkin Finite Element approximation to an eigenvalue of
the Laplacian eigenvalue problem is given by
|λ − λh | ≤ C · h2τ



1
L

2τ +2



= C̃

1
L

2τ +2

|λ − λh | ≤ C

for d = 1,

(2.10)

for d = 2.

(2.11)

ℎ

h

L=4
ℎ෨
L=1

ℎ෨ =

ℎ
𝐿

Figure 2.1. Illustration of domain transformation

Remark. As a result of Theorem 2.1, the eigenvalue error does not increase for L → ∞,
h = const and d ≥ 2. For d = 1, the error even decreases with rate 2τ + 2 when
L → ∞, despite the mesh size h remaining constant.
Proof. One-dimensional and two-dimensional problems are examined separately.

2.2.1. 1D case
Consider the simplest case of equation (2.2) with V = 0:

−

∂ 2u
= λu in Ω = [0, L],
∂x2

u = 0 on ∂Ω.

(2.12)
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The coordinate transformation is then given by
F : Ω̂ = [0, 1] → Ω = [0, L],

(2.13a)

x̂ 7→ x = F (x̂) = Lx̂,

(2.13b)

x
.
L

(2.13c)

⇔ x̂ = F −1 (x) =

Applied is to equation (2.12) this results in the L-dependent problem formulation:
∂ 2u
−
= λu
∂(Lx̂)2

1 ∂ 2u
⇔ − 2 2 = λu
L ∂ x̂

(2.14)

on Ω̂ = (0, 1) = const.

(2.15)

Note that the computational domain is now constant and we can apply (2.9). However,
the solution u is now determined in a different Sobolev space on the unit domain and
the continuity constant C is problem-specific and therefore dependent on L.
C can be defined by considering the weak formulation of (2.14) that results from
multiplying the PDE with a test function w ∈ H01 (Ω̂) and integrating over the
computational domain. The weak solution is then a function u ∈ H01 (Ω̂) that fulfills
the following for all w:
Z

∇u∇w dx = λ

Ω

⇐⇒

Z

Z

uw dx

(2.16a)

Ω

∇u(F (x̂))∇w(F (x̂))| det(DF (x̂))| dx̂ =

Ω̂

λ

Z

u(F (x̂))w(F (x̂))| det(DF (x̂))| dx̂

(2.16b)

Ω̂

!

!

Z
∂u
∂w
⇐⇒
|L| dx̂ = λ uw|L| dx̂
∂(Lx̂)
Ω̂
Ω̂ ∂(Lx̂)
!
!
Z
Z
1 ∂u 1 ∂w
⇐⇒
L dx̂ = λ L uw dx̂
∂ x̂ L ∂ x̂
Ω̂ L
Ω̂
!
!
Z
Z
1
∂u
∂w
⇐⇒ 2
dx̂ = λ uw dx̂ .
L Ω̂ ∂ x̂
∂ x̂
Ω̂
Z

(2.16c)
(2.16d)
(2.16e)

Define
a(u, w) :=

1 Z ∂u ∂w
dx̂ .
L2 Ω̂ ∂ x̂ ∂ x̂

(2.16f)
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Using the Cauchy-Schwarz inequality and ||u||L2 (Ω̂) ≥ 0, ||w||L2 (Ω̂) ≥ 0, the continuity
of a is then given by:
1 Z ∂u ∂w
dx̂
L2 Ω̂ ∂ x̂ ∂ x̂
1
≤ 2 ||∂u||L2 (Ω̂) ||∂w||L2 (Ω̂)
L
1
≤ 2 (||∂u||L2 (Ω̂) + ||u||L2 (Ω̂) )(||∂w||L2 (Ω̂) + ||w||L2 (Ω̂) )
L
= CL ||u||H 1 (Ω̂) ||w||H 1 (Ω̂) .

a(u, w) =

h
L

Inserting CL = C L12 in equation (2.9) with h̃ =
2τ

|λ − λh | ≤ CL h̃

1
=C 2
L

h
L

!2τ
2τ

= Ch



1
L

(2.17)

yields a new upper bound

2τ +2

1
= C̃
L


2τ +2

, C̃ ∈ R,

(2.18)

meaning in the 1D case we gain two orders of h due to the transformation, because
the continuity constant improves with increasing L .

2.2.2. 2D case
In two dimensions the strong form of the PDE is transformed using the mapping
"

#" #

L 0
(x̂, ŷ) 7→ (x, y) = F (x̂, ŷ) =
0 1

x̂
,
ŷ

(2.19a)

with | det(∇F )| = L,

(2.19b)

and is given by:
1 ∂ 2u ∂ 2u
−
= λu in Ω̂ = (0, 1)2 .
(2.20)
L2 ∂ x̂2 ∂ ŷ 2
Since only one coordinate direction is affected by the transformation, the L-dependency
cannot be factorized out of the integral in the weak form:
−

Z

∇u · ∇w dx = λ

Ω

⇐⇒

Z

Z

uw dx

(2.21)

Ω

∇u(F (x̂)) · ∇w(F (x̂))| det(DF (x̂))| dx̂ =

Ω̂

λ

Z

u(F (x̂))w(F (x̂))| det(DF (x̂))| dx̂

(2.22)

Ω̂

⇐⇒

∂u !

Z
Ω̂

"

⇐⇒

∂(Lx̂)
∂u
∂ ŷ
2

1/L
0

∂w !
∂(Lx̂)
∂w
∂ ŷ

# Z

0
·
1

Ω̂

|L| dx̂ = λ

Z

uw|L| dx̂

(2.23)

Ω̂

∇u∇w dx̂ =: a2D (u, w).

(2.24)

2.2. Convergence Theory for Anisotropic Domain Increase

9

Consequently, the upper bound of a2D (u, w) cannot be expressed in terms of L as in
the 1D case:
a2D (u, w) =

Z

∇u · ∇w dx̂

(2.25)

Ω̂

≤ max(1/L2 , 1) · ||∇u||L2 (Ω̂) ||∇w||L2 (Ω̂)

(2.26)

= 1 · ||∇u||L2 (Ω̂) ||∇w||L2 (Ω̂)

(2.27)

≤ (||∇u||L2 (Ω̂) + ||u||L2 (Ω̂) )(||∇w||L2 (Ω̂) + ||w||L2 (Ω̂) )

(2.28)

= 1||u||H 1 (Ω̂) ||w||H1 (Ω̂) ,

(2.29)

resulting in the stagnation of the error with increasing L. The continuity constant
is no longer dependent on L, meaning we do not gain convergence orders due to the
transformation. h̃ is now given by as h̃ = max{h, Lh } = and is constant for all L > 1,
meaning the solution does not converge in L at all. Inserting C = const 6= C(L) and
h̃ in (2.9) yields the result in theorem 2.1:
|λ − λh | ≤ Ch2τ = C̃,

C̃ ∈ R.

(2.30)

While we do not improve the error by lengthening the domain, it is still bounded by
a constant and especially does not increase with increased L.

2.2.3. Nonzero Potential
The addition of a potential V =
6 0 in (2.2) can potentially offset the convergence gain
in 1D.
A constant potential V = const is not affected by the coordinate transformation
however, and therefore has no effect on the convergence rate. It simply results
in a shift of the spectrum by the same value. A x-dependent potential allows no
such general statement, but numerical experiments show that in a simple case, good
behavior can also be achieved.

3. Convergence Results
The following log-log-plots show the numerical results of solving 2.2 in one and two
dimensions for domains with increasing L. The evolution of both absolute |λh1 − λ1 |
|λh −λ |
and relative error 1|λ1 | 1 of the smallest eigenvalue are considered. All measurements
result from computations with a quadrature of degree 5. The value of τ as seen in
(2.9), (2.18) is equal to the order of the Lagrange elements in the FEM implementation
for the specific measurement.
In Figure 3.1a the results of section 2 can be observed for elements of order 1, as the
error of the 1D problem appears parallel to the plot of O(h4 ) which is equal to h2·1+2 ,
not O(h2 ) = O(h2·1 ) as it would be expected from (2.9). Figure 3.1b was created under
the same conditions, but shows a discrepancy between relative and absolute error
that arises from the potential V = 0, as the eigenvalue itself then approaches zero,
and the relative error divides by λ1 . As the result proceeds towards the analytical
solution, the value of the denominator becomes smaller, slowing the decrease of the
overall relative error. The absolute error still exhibits the same behavior as in 3.1a,
which is to be expected.
The eigenvalue error for the two-dimensional problem is bounded by the maximum
step size h of the numeric integration on the transformed computational domain Ω̂.
Because the dimension with L > 1 is mapped onto Ω̂ of constant size, increasing
the value of L implicitly refines the mesh in the corresponding direction. In 1D,
this means all coordinate directions are refined, resulting in the observed behavior,
but in 2D the y-direction remains unchanged, causing the error to plateau, but not
increase.
Figures 3.2a and 3.2b show the error evolution for Lagrange elements of order two and
three respectively, resulting in slopes ∼ O(h6 ) and ∼ O(h8 ) as expected. For third
order elements, the resulting error takes on values around 10−11 where it becomes
unstable. This could be attributed to floating point instability for small numbers,
however Figure 3.2a exhibits stable values up to 10−12 , which is strange. The 2D
problem once again does not profit from increasing L.
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−∆u + 1 = λu in [0, Lx ] × [0, 1]d−1

−∆u = λu in [0, Lx ] × [0, 1]d−1
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a) Convergence rate k = 1, V = 1
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b) Convergence rate element order 1, V = 0

−∆u + 1 = λu in [0, Lx ] × [0, 1]d−1

−∆u + 1 = λu in [0, Lx ] × [0, 1]d−1
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a) Convergence rate element order 2, V = 1

10−17

100
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b) Convergence rate element order 3, V = 1

4. Iterative Solution of the Resulting
Generalized Eigenvalue Problem
4.1. The Resulting Generalized Eigenvalue Problem
For the numerical solution process, the weak formulation of the untransformed problem
is used:
Find u ∈ H01 (Ω) and λ ∈ R such that
Z
Z
(4.1)
(∇u · ∇v + V uv) dx = λ uv dx ∀v ∈ H01 (Ω).
Ω

Ω

Discretizing the bi-linear functionals on the left and right side in a finite-dimensional
subspace Vh ∈ H01 (Ω) with dimension n and basis {u1 , · · · , un }, the solution process
is composed of two steps:
1. Create the Finite Element stiffness matrix A = a(uj , ui )1≤i,j≤n and the mass
matrix M = b(uj , ui )1≤i,j≤n :
a(uh , vh ) =
b(uh , vh ) =

Z
ZΩ
Ω

∇uh · ∇vh dx +

Z
Ω

V uh · vh dx ∀uh , vh ∈ Vh ⊂ H01 (Ω),
(4.2)

uh · vh dx ∀uh , vh ∈ Vh ⊂ H01 (Ω).

2. Solve the discrete eigenvalue problem
Av = λM v,

λ ∈ C, v ∈ Cn ,

(4.3)

for the value of λ with smallest magnitude corresponding to the ground state
using an appropriate solution method. In the following, the eigenvalue with
smallest magnitude will be denoted as |λ1 |, the one of second smallest magnitude
as |λ2 |, and so on.
It was chosen to implement the process in the recently popular programming language
Julia [4]. The implementation can be found at [8]. This programming language is
promised to be fast as well has the possibility to work with a direct interpreter and
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provides a notation which is easy and intuitive to read. Additionally, it provides
multiple packages that are useful for our purpose.
Step 1 is therefore done with Julia’s package Gridap [26] which provides all basic
routines for FEM. Having set up the two system matrices, it is necessary to choose
an appropriate solution method for step 2. The topic of this chapter is to find such
a suitable solver. For this it is beneficial to regard some properties of the eigenvalue
problem to choose the most efficient one.

4.1.1. Properties of the Discretized System
The properties of the problem to solve can be derived from the fact that the system
matrices result from FEM:
1. First, it has to be noted that the problem is a so called generalized eigenvalue
problem as a mass matrix M is applied to the right hand side.
2. The mass matrix M is always positive definite as the bi-linear functional b of
the Laplace operator in (4.2) is coercive in the sense that b(u, u) ≥ γkuk2H 1 (Ω) ,
0
γ > 0, ∀u ∈ H01 (Ω). The stiffness matrix A fulfills this property for positive
potentials V ≥ 0 and V ∈ L∞ (Ω). The next chapter describes a method
to transform a problem with a potential not meeting this requirement to a
problem with positive definite stiffness matrix A. So, for the development of
the solvers, positive definite matrices A and M are assumed. If this is the case,
all eigenvalues of the problem are positive such that the eigenvalue of smallest
magnitude also is the overall smallest eigenvalue.
3. As the bilinear forms (4.2) are symmetric for uh and vh and both are from the
same space, the resulting stiffness matrix A and mass matrix M are symmetric,
too. According to spectral theorem it can be concluded that all eigenvalues are
real. The problem is thus called Hermitian.
4. The Finite Element Method creates sparse matrices as only the neighboring
elements contribute to the solution of one element.
Exploiting the properties 1, 2 and 3, a good start for creation of an appropriate
solver are solvers which were developed explicitly for Hermitian generalized eigenvalue
problems. Regarding implementation, structures should be used that support the
sparseness of the matrices 4. In Julia, there exists a special type for sparse matrices
providing most matrix operations in an efficient way.
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4.2. Iterative Solvers
To solve the discrete eigenvalue problem (4.3), it is easiest to use an iterative solver
which approximates the solution stepwise. Several solvers were analyzed regarding
whether they are suitable to solve the given problem. The choice of solvers was based
on the templates for Hermitian eigenvalue problems in chapter 5 of [3].
In the following, all investigated solvers will be introduced together with their main
properties and the chosen implementation. It is started with some basic vector iterations like the Power Method and advances to more complicated projection methods
like the Lanczos Method which promise to be faster and more efficient.
Convergence of those methods is determined by the residual
ri = Avi − λi M vi ,

(4.4)

whose 2-norm falls below a small threshold close to zero when an eigenpair (λi , vi )
approximates the real solution (λ, v) well enough in iteration i.
Afterwards, the solvers are compared regarding runtime, number of iterations and
convergence based on parameter studies. Additionally, comparisons with Julia internal
solvers are conducted to prove the correctness of our methods and classify their
efficiency.

4.2.1. Power Iteration Method
The Power Method is one of the simplest algorithms for the iterative computation of
eigenvalues as it uses only matrix-vector multiplications. The algorithm for standard
eigenvalue problems is presented in algorithm 1.
Algorithm 1 Power Iteration for standard eigenvalue problems
1: for i in 1 : imax do
2:
vi+1 = Avi
. matrix-vector multiplication
vi+1
. normalization
3:
vi+1 = kvi+1 k2
T
4:
λi+1 = vi+1 Avi+1
. corresponding eigenvalue guess
5:
if converged then
6:
stop
7:
end if
8: end for
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It is based on the fact that the repeated application of the system matrix to the
current eigenvector guess in line 2 and normalization in line 3 converge towards the
eigenvector corresponding to the eigenvalue of largest magnitude.
When the eigenvector has converged the corresponding eigenvalue can be computed
using the Rayleigh quotient in line 4 which always gives the corresponding eigenvalue
if an eigenvector is plugged in. To monitor and analyze the convergence of the
eigenvalue it is be computed in each iteration. To increase efficiency for real use cases,
it would be moved into the if-clause in line 5 if this solver was chosen for the solution
process.
Solving the generalized eigenvalue problem with the mass matrix as in (4.3), the
system can be rearranged to a standard eigenvalue problem:
−1
M
| {z A} v = λv,

λ ∈ C, v ∈ Cn .

(4.5)

=:B

As computing the inverse of M is very expensive due to its dimension and the
result is non-sparse, it should not be determined explicitly. Therefore, a Cholesky
decomposition M = LLT with L ∈ Rn×n lower triangular matrix is used so that
M −1 = L−T L−1 can be utilized. Additionally, a substitution v = L−T y can be
applied. Multiplying the problem by LT from left, then results in the analogue
problem:
T

|L{zB}

=L−1 AL−T =:C

T −T
y = λL
L } y,
| {z

λ ∈ C, v ∈ Cn .

(4.6)

=I

To obtain the actual eigenvector, the back substitution v = L−T y has to be applied.
Finally, the algorithm 2 is obtained.
Algorithm 2 Power Iteration for generalized eigenvalue problems
1: for i in 1 : imax do
2:
z = Cyi
. matrix-vector multiplication
T
. corresponding eigenvalue guess
3:
λi+1 = yi z
z
4:
yi+1 = kzk2
. normalization
5:
if converged then
6:
z = L−T yi+1
. back-substitution
z
7:
v = kzk
2
8:
stop
9:
end if
10: end for
Thus, using Cholesky decomposition reduces the effort to a matrix-vector multiplication each iteration, again. The only significant additional effort is doing the Cholesky
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decomposition in the beginning and providing the memory to store the non-sparse
matrix L−1 . Precomputing C and back-substituting v in line 6 can be neglected. So,
the optimized Julia intern Cholesky decomposition is used to minimize this additional
effort.
Theory according to [3] has shown that the method converges towards the eigenvector
corresponding to the eigenvalue of largest magnitude as long as the initial guess includes a non-zero component in the direction of the eigenvector and the corresponding
eigenvalue has multiplicity one. Else, the method diverges.
So, this method seems not to be well suited for our problem (4.3) as we are only
interested in the eigenvalue of smallest magnitude. A workaround is to down-shift
the matrix by an upwards approximation of the largest eigenvalue µ:
σ(C − µI) = σ(C) − µ.

(4.7)

Then, all eigenvalues will be negative and the before smallest eigenvalue will become
the most negative one. As our problem is assumed to be positive definite, the
eigenvalue of smallest magnitude is also the smallest eigenvalue so that then the
wanted eigenvalue is the one of largest magnitude.
So, only an upwards estimate of the largest eigenvalue has to be found. For standard
eigenvalue problems Ax = λx, Gerschgorin has developed strict regions where all
eigenvalues are found. [11] have extended this idea and shown, that all eigenvalues
of the generalized eigenvalue problem Ax = λBx will lie in the following circles:


aii
z∈C: z−
≤ ρi ,
mii


(4.8)

where the circles’ radius is defined by:
ρi =

X mij
X
|aii |ri + Ri
with ri =
|aii |.
, Ri =
|mii |(1 − ri )
j6=i mii
j6=i

(4.9)

aii
So, the largest eigenvalue has an upper bound of µ = m
+ ρi . This value can be very
ii
large which might lead to very inexact results because of finite precision so that this
workaround has to be used only very carefully.

As we always get round-off errors using non-exact arithmetics, the presence of the
eigenvector in the starting vector should not be a problem as the first iteration would
introduce a component in the direction of the sought-after vector. Additionally,
if the initial vector is chosen randomly, the probability to get a vector perfectly
perpendicular to the sought one vanishes for larger problems.
On the other hand, one has to consider convergence speed. It has been proven in [10]
that the number of iterations needed to approximate the eigenvalue up to t significant
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−1

n|
figures is approximately t log |λ|λn−1
where |λn | and |λn−1 | denote the eigenvalues
|
of largest resp. second-largest magnitude. Thus, it is independent of the system size,
but dependent on the actual solution of the problem. As |λµ1 | , |λµ2 | >> 1, the ratio

|λ1 |−µ
|λ2 |−µ

will be close to 1, so the convergence will be very slow. Because of this and the
before mentioned inexactness, other methods have to be analyzed, too. But Power
Method is a good starting point to develop faster algorithms.

4.2.2. Inverse Power Iteration Method
To overcome the drawback of the Power Method, a so called shift-and-invert method
can be used. Applying a shift to the problem as in (4.7), the eigenvalue of smallest
magnitude of the system (M −1 A − µI) will be the one of (A, M ) closest to the
applied shift µ. If additionally the system matrix is inverted, the eigenvalue of (A, M
closest to µ will be the one of largest magnitude. This leads to algorithm 3 of the
Inverse Power Method for generalized eigenvalue problems.
Algorithm 3 Inverse Power Iteration for generalized eigenvalue problems
1: for i = 1 : imax do
2:
w = √MTvi
vi M v i

3:
4:
5:
6:
7:
8:
9:
10:

solve (A − µM )vi+1 = w for vi+1
θi+1 = wT vi+1
1
λi+1 = µ + θi+1
i+1
vi+1 = vθi+1
if converged then
stop
end if
end for

. shift-and-invert
. corresponding eigenvalue guess
. back-transformation of eigenvalue
. normalization

The only differences are the application of (A − µM )−1 in line 3 and the back
transformation of the eigenvalue in line 4. For speedup, a factorization of the system
matrix (A − µM )−1 can be precomputed. Then a substitution analogue to the
described Power Iteration algorithm 2 can be utilized to only apply a matrix-vector
multiplication in each iteration instead of having to solve a linear system. Should the
algorithm turn out to be the most efficient one, this can be implemented to shift the
cost from computing time to needed memory size.
As we are interested in the eigenvalue of smallest magnitude, a good guess is µ = 0.
So, the shift actually is not needed for our problem. One problem that might occur
is the case when the initial guess equals the eigenvalue to search. Then, the system
matrix A − µM will be singular. To avoid this, it is necessary to disturb the initial
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guess upwards in the last digits when the application of the system matrix leads to
infinite values in the eigenvector. On the other hand, as the ground state will always
be positive this should never happen for an initial guess of µ = 0.
2|
Additionally, the ratio of convergence rate reduces to |λ
. If the first 2 eigenvalues
|λ1 |
can be expected to be small and separated well, the algorithm should converge in a
feasible time. But as the inversion of the system is very costly, other methods are
investigated, too.

4.2.3. Rayleigh Quotient Iteration Method
A simple extension to the Inverse Power Iteration is the Rayleigh Quotient Iteration
where the shift is adjusted in each iteration to contain the current eigenvalue guess.
As the shift moves closer to the wanted eigenvalue the convergence is much faster.
The resulting algorithm is summarized in 4. The only difference to algorithm 3 are
lines 4 and 9 where the current eigenvalue is set to the current shift and the shift
is updated. Also, if the shift hits an eigenvalue, the system matrix A − µi M gets
singular, so that this case also has to be defined as convergence in line 6.
Algorithm 4 Rayleigh Quotient Iteration for generalized eigenvalue problem
1: for i = 1 : imax do
M vi
2:
w=q
viT M vi
3:
solve (A − µi M )vi+1 = w for vi+1
. shift and invert
T
4:
θi+1 = w vi+1
. corresponding eigenvalue guess
5:
λi+1 = µi
. eigenvalue corresponds to shift
6:
if converged or A − µi M singular then
7:
break
8:
end if
θi+1
. update shift
9:
µi+1 = µi + T
vi+1 M vi+1
i+1
10:
vi+1 = vθi+1
. Normalization
11: end for
According to [14], convergence of Rayleigh Quotient Iteration towards an eigenpair is
guaranteed and it converges cubically to an eigenvector ṽ in terms of the error angle
φi = ](vi , ṽ):
φi+1
lim
≤ 1.
(4.10)
i→∞ φ3
i
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Unluckily, it does not necessarily converge towards the eigenvalue of smallest or largest
magnitude regardless of the initial shift. Additionally it is more expensive than Inverse
Iteration as A − µi M is different in each iteration requiring a factorization in each
iteration.
To solve both problems, [23] proposes to use the Inverse Iteration method first,
until the Rayleigh quotient of the eigenvector guess stabilizes at a certain accuracy
level. Then, the algorithm can be changed to Rayleigh Quotient Iteration for faster
convergence. This, too, can not guarantee convergence towards the eigenvalue closest
to the initial shift. If the starting vector v0 is very close to another eigenvector
several iterations are needed to diminish the component in that direction. Therefore,
a minimum number of Inverse Power iterations should be executed before switching
to Rayleigh Quotient iteration. [23] proposes a minimum iteration number of 2.
So, Rayleigh Quotient Iteration seems to be a good extension to the Inverse Iteration
because of its good convergence rate. As convergence towards the wanted eigenpair
can not be guaranteed, another class of methods will be introduced in the following.

4.2.4. Lanczos Method
Another improvement that can be made for Power Iteration is to create an orthogonal
subspace of the possible eigenvector search space. This limits the number of maximum
iterations to the matrices’ dimension as the directions of all already tried vectors are
remembered. Because of the projection of the problem onto this subspace, this method
is called a projection method. It usually is used to compute a few eigenpairs of a
matrix.
For Lanczos Method, a Krylov subspace is used which is set up by iterated matrixvector products for a quadratic matrix C and a starting vector q:
Ki (C, q) = span{q, Cq, C 2 q, . . . , C i−1 q}.

(4.11)

The basis of Ki (C, q) is denoted as Qi = {q1 , . . . , qi }.
The generalized eigenvalue problem 4.3 can be transformed to a standard problem
with the system matrix C = M −1 A. Then, the Krylov basis Qi should be M orthogonalized such that QTi M Qi = Ii .
The operator C is projected onto the Krylov space Ki (C, q) utilizing a tridiagonal
matrix
Ti = QTi CQi ,
(4.12)
with diagonal elements α1 , . . . , αi and subdiagonal elements β1 , . . . , βi−1 . In each
iteration the search space is extended by one basis vector vi+1 and thus, the operator
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matrix by one row and column with αi+1 and βi . To compute these new elements the
projection equation (4.12) can be rewritten and formulated for each column:
Aq1 = α1 M q1 + β1 M q2 ,
Aqi = βi−1 M qi−1 + αi M qi + βi M qi+1 ,

i > 1.

(4.13)

The new αi+1 , βi and qi+1 can be found utilizing M -orthogonality of Qi and equation
(4.13):
αi+1 = qiT Aqi ,
βi =

T
qi+1
Aqi ,

i ≥ 0,
i ≥ 1,

(4.14)
(4.15)

Cq1 − α1 q1
,
(4.16)
β1
Cqi − αi qi − βi−1 qi−1
qi+1 =
, i>1
(4.17)
βi
The eigenvalues of Ti will correspond to those of C whose eigenvectors are represented
in the basis Qi . The eigenvectors si of Ti are related to those of A by:
q2 =

Ti s = QTi M −1 AQi s = θs
⇔ A Qi s = θM Qi s .
| {z }
=:v

(4.18)
(4.19)

| {z }
=:v

To save multiplications with the mass matrix M , one introduces an M −1 -orthogonal
basis Wi = M Qi . This leads to algorithm 5.
The eigenvalue computation is shifted onto the tridiagonal matrix Ti for which the
decomposition is possible very efficiently. Then, only the smallest eigenvalue and its
corresponding eigenvector have to be filtered in lines 12 and 13. So, the only time
consuming operation is the matrix-vector multiplication in line 3. The number of
iterations is limited to the dimension of A and M as then the Krylov space Ki (C, q)
has reached its maximum dimension and all possible directions were searched for the
eigenvector. So, this algorithm promises to be more efficient than the vector iterations
looked at before.
Due to numerical computations, rounding errors will be present in the basis vectors.
This is both advantageous and disadvantageous. The disadvantage is that the basis
vectors will become not perfectly orthogonal so that a reorthogonalization is needed in
each iteration in line 9. This can be done completely by utilizing the Gram-Schmidt
orthogonalization procedure as described in chapter 6.7 of [14]:
ṽi+1 = vi+1 − Qi QTi vi+1 .

(4.20)

On the other hand, rounding errors are advantageous regarding convergence. Due
to the structure of the Krylov subspace, the method can only converge towards
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Algorithm 5 Lanczos Method for generalized eigenvalue problems
q
. normalization of starting vector
1: q1 = qT M1 q
1
1
2: for i = 1 : imax do
3:
u = Aqi
. new Krylov basis vector
4:
if i > 1 then
5:
u = u − wi−1 βi−1
. first part of orthogonalization in (4.13)
6:
end if
7:
αi = qiT u
. new diagonal element from equation (4.14)
8:
u = u − w i αi
. second part of orthogonalization in (4.13)
9:
reorthogonalize
q
. new off-diagonal element from equation (4.15)
10:
βi = |q T u|
11:
eigenvalue decomposition of tridiagonal system Ti = SΘS T
12:
λi = θimin
. use eigenvalue of smallest magnitude
13:
vi = Qi simin
. and corresponding eigenvector
14:
if converged then stop
15:
end if
16: end for
eigenvectors which are (partly) present in the starting vector. Inexact arithmetics
also introduces directions that are not represented in the starting vector such that
this should not lead to any divergence issues.
Furthermore, the convergence rate depends on the distribution of eigenvalues: The
further the eigenvalues are apart from each other and the further they lie towards
one of the ends of the spectrum, the better they converge according to chapter 4.4.2
of [3]. So, it is beneficial that we are looking for the eigenvalue at the lower end of
the spectrum. But unfortunately, here the eigenvalues are separated less well from
each other than as separation is relative to the complete range of the spectrum.

4.2.5. Inverted Lanczos Method
For Lanczos Method, also a shift-and-invert method with (M −1 A − µI)−1 = (A −
µM )−1 M was investigated – similar to the Inverse Iteration. With an initial guess of
µ = 0 this should increase convergence again. On the other hand, the computational
effort for one iteration also increases as a linear equation system has to be solved.
To reduce numerical effort, another possible extension might be to implicitly restart
the algorithm by reducing the basis set to the best already found vectors if the
Krylov space dimension becomes too big. If Lanczos Method turns out to be one of
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the best of our implemented methods, this might a good starting point for further
improvements.

4.2.6. Jacobi-Davidson Method
Another projection method is the Jacobi-Davidson method. It is most often applied
to find a few of the smallest or largest eigenvalues of large sparse Hermitian matrices
while avoiding to invert the matrix M .
Here, the chosen subspace is spanned by i M −orthonormal basis vectors q1 , . . . , qi
resulting in the projected eigenvalue problem
QTi M −1 AQi s = θs,
|

{z

=:Ti

(4.21)

}

with the relation λ = θ and v = Qi s.
To find a new direction, the matrix M −1 A is projected onto the subspace M −orthogonal
to all eigenvector approximations so far Vi :








I − (M Vi )ViT M −1 A I − (M Vi )ViT .

(4.22)

Utilizing the eigenvalue problems Avi = θM vi and A(vi + t) = λM (vi + t) and
the residual r = Avi − λi M vi this can be reformulated as (I − (M Vi )ViT )(A −
λi M )(I − (M Vi )ViT )t = −r. Since λ is not known, it can be replaced by the current
guess θ resulting in the correction equation in line 17 of the final algorithm 6. Again,
one utilizes a M −1 -orthogonal basis Wi = M Qi .
It is sufficient to solve the correction equation approximately. For now, it is solved
accurately, but here could be a good starting point for improving the computing time
of this algorithm.
The Jacobi-Davidson method has cubic convergence if it converges to an extremal
eigenvalue when the correction equation is solved exactly according to [18] as the
algorithm then resolves to the Rayleigh Quotient Iteration. Solving it only approximately will lead to less good convergence. So, a compromise between convergence
rate and computational effort would have to be found.

4.2.7. Restarted Jacobi-Davidson Method
As the Jacobi-Davidson method iterates, the dimension of the subspace Qi is linearly
growing so that the required memory also increases and the algorithm will slow down
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Algorithm 6 Jacobi-Davidson Method for generalized eigenvalue problems
1: for i = 1 : imax do
2:
for i = 1 : m do
3:
t = t − (wiT t)qi
. orthogonalization of t w.r.t Qi−1
4:
end for
5:
m=m+1
. increase search space by one dimension
6:
qm = √tTt M t
. normalization
7:
wm = M q m
8:
for i = 1 : m do
9:
Ti,m = qiT Aqm
. projection of A onto Qi
10:
end for
11:
eigenvalue computation T = SΘS T
12:
λi = θimin
. choose eigenvalue of smallest magnitude
13:
vi = Qi simin
. backtransformation of eigenvector
14:
r = Avi − λi M vi
. residuum
15:
if converged then stop
16:
end if
17:
solve (I − (M Vi )ViT )(A − λi M )(I − (M Vi )ViT )t = −r and tT Wi = 0 for t
. correction equation
18: end for
as all matrix-vector multiplications including Qi or Wi will get more costly. Thus,
the idea is to restart the algorithm by reducing the subspace dimension. Reducing
the dimension will remove information on already tried eigenvector dimensions, so
this operation has to be used very carefully. That’s why some vectors corresponding
to the eigenvalues closest to the searched eigenvalue are chosen. The algorithm 7
is then applied before solving the correction equation in line 17 of Jacobi-Davidson
algorithm 6.
Algorithm 7 Restart for Jacobi-Davidson Method
1: if m = mmax + 1 then
2:
T =0
3:
for j = 1 : mmin do
4:
vj = Qi sj
5:
Tj,j = θj
6:
end for
7:
m = mmin
8: end if

The choice of the parameters mmin and mmax is problem dependent and a good
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combination has to be tried out. In the following, mmin = 10 and mmax = 15 are
assumed.

4.2.8. Julia Internal Solvers
To check the correctness of our implemented solvers and to classify their performance
some Julia internal eigenvalue solvers are applied, too. The most obvious solver for
this is the generalized eigenvalue routine from the native Julia package LinearAlgebra
which implements the most commonly functions from linear algebra. The function
to solve generalized eigenvalue problems is callable by eigen(A, M ) and computes all
eigenvalues and -vectors. It is optimized only a bit permuting the matrices to become
closer to upper triangular matrices and scales the matrix by its diagonal elements so
that all rows and columns are normed more equally. To save memory space by not
copying the matrices A and M the function eigen!(A, M ) is used.
For better performance and more parameters to set, the Julia package Arpack [2]
was utilized. This package calls Fortran77 subroutines of the software ARPACK [19]
which are a highly optimized version of the implicitly restarted Arnoldi method to
compute a few eigenvalues and corresponding eigenvectors of a matrix A or a pair
of matrices (A, M ). Here, it is possible to only compute the eigenvalue of smallest
magnitude with its corresponding eigenvector and set an accuracy and maximum
number of iterations.
Additionally, the Jacobi-Davidson Method is available as a native Julia package [21].
It is optimized to compute a few eigenvalues and corresponding eigenvectors af large
and sparse matrices A and M . For this, similar parameters as for the Arpack package
can be applied. As this package solves the correction equation only approximately
and several different solvers are available for this process. So, this can be used as
a good comparison how well suited a basic implementation of the Jacobi-Davidson
method is compared to an optimized one.

4.3. Comparison of Iterative Solvers
To compare and classify the performance of the implemented solvers, a test problem
is set up. We solve the Schrödinger equation without potential on a 2-dimensional
rectangular domain [0, Lx ] × [0, Ly ], Lx , Ly ∈ R and vary different parameters. For
this, the domain length is fixed in y-direction and only increased in x-direction so that
Lx ≥ Ly can be assumed. Thus, an elliptic problem with only positive eigenvalues
is considered. Furthermore, linear elements as well as a Gaussian quadrature rule of
order 2 are used.
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On the other hand, the use of a potential is evaluated in the next chapter using solvers
that are expected to work well on those problems based on the following study.

4.3.1. Exact Continuous Solution
The Schrödinger equation without a potential reduces to the continuous 2-dimensional
Laplace eigenvalue problem:
−∆v = λv, in Ω = [0, Lx ] × [0, Ly ],
u = 0, on ∂Ω.

(4.23)
(4.24)

The solution of this can easily be derived by a separation of variables ansatz – as in
[12] – leading to infinitely many eigenpairs:
!

λi,j = π

2

i2
j2
+
,
L2x L2y

(4.25)

!

jπy
iπx
,
sin
= c sin
Lx
Ly


ui,j

i, j ∈ N,



c ∈ R, i, j ∈ N.

(4.26)

The ground state is the one where the eigenfunction has no sign change (for i = j = 1).
So, the computed solution can be compared against the exact eigenpair (λ1,1 , u1,1 ):
!

π

2

1
πx
1
πy
+ 2 , c sin
sin
2
Lx Ly
Lx
Ly




!!

.

(4.27)

4.3.2. Discrete Solution
In the discrete solution process, the solution is only known at finitely many points
and the differential operator is approximated up to a given order so that the exact
solution can only be approximated. The finer the grid size, the better the exact
continuous solution can be approached.
Another difference in the discrete case is that only finitely many eigenpairs can be
represented as the resolution of the eigenvectors is only finite. Thus, for an increasing
number of elements more eigenpairs of larger magnitude can be represented.
Figure 4.1 shows the relative error in the numerically computed eigenvalue for Lx =
Ly = 1 made only by the discretization of the problem. This has to be kept in
mind that the eigenvalue solvers can compute the correct eigenvalues of the given
discretized problem, but this value only corresponds well to the eigenvalue of the
continuous problem for many elements per unit length per direction ρ.

27

4.3. Comparison of Iterative Solvers

relative error

λ1,1

λ1,1 −λ1,1

(h)

Julia

10−2

10−3

22

23

24
25
grid density ρ

26

Figure 4.1. Relative error of the eigenvalue approximation for different grid densities

To check convergence rates, the ratio of the inverse of the smallest and second-smallest
eigenvalue is needed for many of the analyzed solvers. As Lx ≥ Ly the second-smallest
eigenvalue is λ2,1 . This results in the following eigenvalue ratio if the eigenvalues of
the continuous case can be represented exactly:
4+



Lx
Ly

2

λ2,1
=
 2 .
λ1,1
1 + LLxy

(4.28)

For increasing grid resolutions this ratio will be a good approximation for the ratio
of the eigenvalues of the discrete case.

4.3.3. Convergence Rate for varying Grid Density
First, the 2-norm of residual Avi − λi M vi is plotted over the iterations for different
grid sizes. Therefore, Lx = Ly = 1 is fixed and only the number of elements per unit
length per direction ρ = Lnx = Lmy – called grid density – is varied. The results are
plotted in Figure 4.2 for all investigated solvers.
The most important result is the difference in convergence rates for inverted and not
inverted solvers: For the inverted solvers Inverse Power Iteration, Rayleigh Quotient
Iteration and Inverse Lanczos Method the gradient of the residual plots is almost
constant and independent of the grid density. This can be explained by the fact, that
the ratio (4.28) is 52 for LLxy = 1 and as can be seen almost independent of the grid
resolution. So, the convergence rate is also almost constant.
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Inverse Power Iteration
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Thus, the number of iterations is quite small for all those inverted solvers. Additionally,
it can positively be noted that the utilization of the Rayleigh Quotient Iteration after
some stabilizing iterations of Inverse Power Iteration leads to only half of the iterations
needed compared to only using Inverse Power Iteration. This can be explained by
the cubical convergence rate of this algorithm in contrast to the linear convergence
rate of the Inverse Power Iteration.

As expected, the Power Iteration proves to be not useful for our problem due to
the above explained shift with an upwards estimate of the largest eigenvalue. For
higher grid sizes, the number of representable eigenvalues increases and with it their
magnitude. So, the convergence rate gets worse with increasing grid density and the
problem does not converge within the maximum number of 500 iterations already for
only 8 points in each direction.

As anticipated, the Lanczos Method in not inverted form shows bad convergence
rates for increasing grid resolution as it depends on the separation of the eigenvalues
related to the length of the whole spectrum. As the grid resolution increases, the
mapped spectrum increases and thus the relative separation of the smallest and
second-smallest eigenvalue decreases. As the inverted Lanczos Method works on the
inverted eigenvalues, the additional eigenvalues are mapped close to 0 and do not
increase the range of the spectrum notably so that the separation of the two smallest
eigenvalues is always good.

The plots for all Jacobi-Davidson methods are very similar. It can be seen that in
the beginning convergence is much slower than in the later iterations. This can be
explained if the algorithm first converges towards another eigenvector as the initial
random eigenvector is not close to the eigenvector to find. When it approaches the correct eigenvector closer, convergence gets cubically as described above. Unfortunately,
the phase of slower convergence takes many iterations.

The Jacobi-Davidson method with restart is even slightly less efficient in number
of iterations compared to the basic Jacobi-Davidson Method. So, the disadvantage
from losing information when restarting is slightly higher than the advantage from
decreasing the subspace dimension. The approximate solution of the correction
equation with the Julia internal Jacobi-Davidson Method makes convergence slightly
better, but as expected the gain is only small as the cheaper approximate solution
decreases the convergence rate.
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4.3.4. Convergence Rate for varying Domain Length in
x-direction
Now, the grid density is set to ρ = 16 and instead the domain length is varied.
The length in x-direction Lx is increased while the length in y-direction Ly is fixed.
Regarding the ratio of the two smallest eigenvalues (4.28) this should lead to worse
convergence for increasing Lx , approaching a ratio of 1 in the limit LLxy → ∞. The
observed results are plotted in Figure 4.2 for all investigated solvers.
The decreasing convergence rate for increasing x-domain length of the Inverse Power
Iteration and Inverse Lanczos Method can be observed directly. On the other hand,
a difference in Rayleigh Quotient Iteration’s convergence rate can not be observed as
it is always cubically.
As the grid density is fixed, the spectrums get larger for increasing Lx . Again, this
leads to bad convergence rates of Power Iteration and Lanczos Method.
For all Jacobi-Davidson methods, no new insights can be gained from the plots.

4.3.5. Timing
Next to convergence, the most important thing for realistic applications is computing
time. If the convergence rate is fast but each iteration takes a long time to compute,
this solver will not be competitive. Thus, in Figure 4.4 the computing for each
iteration and solver is plotted depending on the grid density for constant Lx = Ly = 1.
Additionally, the elapsed times for all iterations summed is visualized. For the Julia
internal solvers the iteration times are not known.
The most important thing to note is that the time for one iteration for a constant grid
resolution is constant for all solvers but the Lanczos Method. This result is expected
for all vector iteration methods. As the projection methods increase their system
size in each iteration, the time is expected to increase as it can be observed with the
Lanczos Method. So, an explanation has to be found why this is not the case for the
Inverse Lanczos Method and both Jacobi-Davidson Methods.
For the Inverse Lanczos Method this observation can be explained by the necessity
to invert the system matrix A − µM in each iteration. As it is always of the same
dimension as A and M , this operation seems to be the highest computational effort.
So, a good optimization approach would be to precompute a factorization of this
system matrix to avoid computing it in every iteration. Then, the operation changes
to only one matrix-vector operation resulting in lower constant iteration times or
in increasing iteration times as then the eigenvalue computation of the tridiagonal
system predominates.
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For Jacobi-Davidson on the other hand, the solution of the correction equation can
be consulted. In our implementation it is solved exactly leading to a high computing
effort. As the system size of this equation equals the dimension of the matrices A
and M , the effort for this will be constant independent of the projection subspace
size. Thus, it can be concluded that the solution of the correction equation is the
most computationally expensive part resulting in unacceptable long overall computing
times. So, the Jacobi-Davidson methods are only applicable if an approximate solution
of the correction equation is utilized as it is in the Julia internal Jacobi-Davidson
package leading to one magnitude lower overall computing times.
Comparing elapsed times for all solvers, the most efficient self-implemented solver is
the Rayleigh Quotient Iteration. This is can be explained by the small number of
iterations resulting from cubic convergence rate. The only faster solver is the one of
the Arpack package which utilizes highly optimized Fortran subroutines.

4.3.6. Conclusion
It can be concluded that for positive definite problems only inverted solvers are efficient
enough to solve the generalized eigenvalue problem in an acceptable time. Here, a
precomputed factorization of the system matrix would be the next optimization
step.
Due to cubic convergence rate after switching from Inverse Power Iteration to Rayleigh
Quotient Iteration, this solver has proven to be the fastest of our self-implemented
solvers regarding number of iterations and computing time. But it could not reach
the methods from Arpack so that this package should be preferred.
Jacobi-Davidson Method has to be improved regarding solution of the correction
equation and analyzed further to make it applicable for real use cases.

4.4. General Solution Methods for Eigenvalue
Problems resulting from FEM
Until now, it was not directly regarded that the eigenvalue problem results from an
FEM problem. But this fact can be exploited even more and that is how it is done
for recent applications in this field. The two most common approaches for this as
described in [6] are presented in the following.
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4.4.1. Adaptive Finite Element Method
A common technique for FEM is the usage of grid refinement to decrease the error in
regions of higher errors. Therefore, local error estimates have to be available to find
these regions. This approach is also used in the Adaptive Finite Element Method
(AFEM). The eigenvalue problem is solved on an initially coarse grid and refined
in elements where the local error indicator exceeds a given threshold. Then, the
eigenvalue problem is solved again on the partly finer grid using an iterative algebraic
eigenvalue solver as the ones above.
The big advantage of this approach is that no overall fine grid has to be set up so
that the dimension of the resulting matrices is much smaller. An extension of this
method additionally uses the further information obtained from the iterative solvers
for estimating the local errors and refining the elements. This methods has been
proven to be efficient for elliptic problems and thus could be applied well to our
problem to reduce computing time.

4.4.2. Automated Multilevel Substructuring Method
In contrast to the just presented method, the Automated Multilevel Substructuring
Method (AMLS) is based on exploiting the structure of the stiffness matrix A and
mass matrix M to solve multiple small, but dense eigenvalue problems instead of
one large one. In a first step, nested dissection reordering is applied to both matrices
which permutes them to contain multiple blocks of zeros and blocks of non-zeros. As
a result a block-structured generalized eigenvalue problem is available now. Utilizing
a block Cholesky decomposition of the reordered stiffness matrix another basis change
can be applied.
The key part of this algorithm is the solution of the local eigenvalue problems for each
block with well-known eigenvalue solvers for small and dense problems. By projection
onto the so found local eigenvectors, the eigenvalues of the actual problem can be
obtained. This method, too works well for elliptic problems. Compared to the above
described solvers it is promised to be fast especially for very large scale problems and
thus should also be worth trying it for the given Schrödinger problem.

5. Simulation of Schrödinger-Type
Eigenvalue Problems with
Coulomb Potential
For many practical applications, it is of interest to simulate the energy ground-state
of a system of atoms or molecules. An atoms nucleus is positively charged and thusly
exerts a Coulomb force on the surrounding electrons. Hence, the electrons are inside of
a Coulomb potential well, which distinguishes itself from other potentials by having a
singularity at its center, where the nucleus is situated. In the following we investigate
the influence of these potentials on the numerical approximation of the eigenvalue
system (2.2) and its solution. This allows us to validate that the solution procedure
described in section 4.1 can be used to calculate physically accurate solutions.

5.1. 1D Radial Simulation of the Hydrogen Atom
An atomic nucleus induces a Coulomb potential, which is characterized by V ∝ 1/r,
where the radius r = ||x − xcenter ||2 is the Euclidean distance to the nuclei located at
xcenter . To model a Hydrogen atom the non-dimensional equation (2.2) is equipped
q2
~2
with dimensional Coulomb Potential V (r) = − 4πε
and kinetic coefficient 2µ
yielding
0r
the Schrödinger Equation for a Hydrogen atom [29]:
−

~2 2
q2
∇ ψ−
ψ = Eψ,
2µ
4πε0 r

(5.1)

mp
with reduced mass µ = mmee+m
and physical constants given by [24] listed in table 5.1.
p
Substituting in the given values and rescaling such that one unit of domain length
corresponds to 100 picometer and the energy E is given in electronvolt equation (5.1)
becomes:

1
−3.8120570966772207 · ∇2 ψ − 14.399645353504033 · ψ = Eψ.
r

(5.2)

Note, that different atomic nuclei can be selected by multiplying the potential with
the proton number.
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Constant
Reduced Planck constant
Electron mass
Proton mass
Elementary charge
Vacuum permittivity

Symbol
~
me
mp
q
ε0

Value
6.582119569 · 10−16
9.1093837015 · 10−31
1.67262192369 · 10−27
1
55.26349406

Unit
[eV · s]
[kg]
[kg]
[e]
2
[ GeVe ·f m ]

Table 5.1. Physical constants of equation (5.1)

To simplify numerical analysis without loss of generality, we seek a one-dimensional
form of equation (5.1) that produces physically accurate results. When solving (5.2)
in one dimension in Cartesian coordinates, the solution will contain states that are
only possible in one physical dimension. This is due to the relationship between the
surface area of a n-dimensional sphere and its radius, since in higher dimensions for a
given radius a sphere has more surface for the wave function to be distributed on. This
results in different stable wave functions in different number of spatial dimensions.
Hence we need to use symmetry to simplify the three-dimensional form of equation
(5.1). It is known that the s-orbitals of the Hydrogen atom are spherically symmetric
[30], in particular the ground-state, which corresponds to the 1s wave function. To
make use of this, we represent equation (5.1) in spherical coordinates. The Laplace
operator in spherical coordinates is given by [28]:
1 ∂
∂ψ
∆ψ = 2
r2
r ∂r
∂r

!

1
∂
∂ψ
+ 2
sin θ
r sin θ ∂θ
∂θ

!

+

1
∂ 2ψ
.
r2 sin2 θ ∂ϕ2

For a spherical symmetric solution ψ(r, θ, ϕ) = ψ(r) we have
simplifies the Laplace operator to:
1 ∂
∂ψ
∆ψ = 2
r2
r ∂r
∂r

!

∂
∂θ

=

2 ∂ψ ∂ 2 ψ
=
+ 2.
r ∂r
∂r

∂
∂ϕ

(5.3)

= 0, which

(5.4)

The resulting equation reads as:
−

~2 ∂
~2 ∂ 2
q2
ψ−
ψ(r)
−
ψ(r) = Eψ(r),
µr ∂r
2µ ∂r2
4πε0 r

(5.5)

and differs from the original equation by the first term, which accounts for the increase
in surface area and corresponding thinning of the wave function as the radius increases.
The exact solution of the ground-state wave function and the energy states are given
by [27], [17] and [15]:
ψ1s = √

1
3/2

exp

πa0
µ q4
En = −
,
8ε0 h2 n2

−r
,
a0

4πε0 ~2
,
me q 2

(5.6)

with h = ~ · 2π ,

(5.7)

with a0 =
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where n > 0 is the energy state index.

Following the same procedure as in Section 4.1 the bilinear form of the weak form is
derived as:
a(u, v) = −

~2 Z 1
~2 Z
q2 Z 1
∇u · v dx +
u · v dx.
∇u · ∇v dx −
µ Ωr
2µ Ω
4πε0 Ω r

(5.8)

Note that the linear system resulting from the Finite Element discretization is not symmetric anymore. Furthermore, since r ≥ 0, the domain Ω is restricted to non-negative
numbers and for symmetries sake a natural (homogeneous Neumann) boundary condition is enforced at r = 0. As before, an essential (homogeneous Dirichlet) boundary
condition is prescribed at the far end of the domain, where it is assumed that the value
of the wave function is (almost) zero. Solutions are generated with the Finite Element
framework presented in previous sections using first order interpolation and second
order quadrature unless otherwise specified. Figure 5.1a compares the numerical and
analytical solution of the ground-state wave function and shows an excellent match
between the two, as the curves coincide. The first and second excited states shown
in Figure 5.1b also match with reference values [16] and [5].

a) Comparison of the numerical and analytical solutions for
the Hydrogen ground-state

b) Numerical solutions of s-orbitals

Figure 5.1. Finite element solution of equation (5.5) using a resolution of 20 elements per length
unit.

For the excited states the energy is higher which results in more oscillations. This also
causes the wave functions to decay slower as the energy increases, which necessitates
a larger domain to resolve the trailing end. Note, that although the potential tends
to infinity at r = 0, the wave function remains finite. Furthermore, note that at first
glance, all functions in Figure 5.1 seem to violate the natural boundary condition
which imposes zero gradient at the boundary. This is not the case, as due to the
symmetry the curves are smooth at r = 0, hence the boundary value is a maximum
point, at which the gradient is zero. The kink-like transition is caused by the potential
tending to infinity at the singularity inducing a sharp gradient in the solution.
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For a first order Finite Element solution we expect a O(h2 ) convergence order of the
relative error e = |(λn − En )/En |, which corresponds to the purple line shown in the
logarithmic plot of Figure 5.2a. Notice that the first and second eigenvalues converge
with the anticipated order, but the error of the third eigenvalue approximation, denoted by the green line, increases as resolution increases. As seen in Figure 5.1b the
wave functions belonging to higher eigenvalues require longer distances until they
become effectively zero, in particular the green line of the third state clearly deviates
from zero at r = 10. In this case, the imposed essential boundary condition is a

a) Resolution refinement with a domain length of 10

b) Domain length increase with a resolution of 5

Figure 5.2. Log-log plot of the relative error for the first three eigenvalues for increasing resolution
(a) and domain length (b)

physically inaccurate assumption, causing the approximate solution to converge to an
erroneous value, which increases error as it simultaneously diverges from the correct
value. From this it follows that the chosen domain length can have a significant impact on the accuracy of the numerical approximation. Figure 5.2b illustrates this, as
the error exponentially decays as the domain length becomes large enough to contain
the wave function and the essential boundary condition becomes justified. After the
initial rapid decrease in error, the accuracy of the approximation remains constant
after a sufficient domain length is reached. Because a further increase in domain
length does not change the approximation, we conclude the validity of the essential
boundary condition to simulate the wave functions limiting behavior. Furthermore,
the plots of Figure 5.2 indicate that the quality of the ground-state approximation
is independent of the accuracy of higher states. Since we are mostly interested in
the ground-state, this implies that the domain can be kept relatively compact, as
the ground-state decays the fastest as seen in Figure 5.1b and thus its error plateaus
first as seen in Figure 5.2b. Therefore, computational resources can be conserved
by tailoring our domain to the size of the ground-state and disregarding the other
states.
Finally, Figure 5.2b reveals the presence of a sweet spot for the domain length for
which the error is lower than in the limit of increasing domain length. Refining the grid
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diminishes the magnitude of the anomaly and shifts it slightly to the right, meaning
that for finer meshes the domain needs to be slightly larger to avoid errors caused
by the boundary condition. Since its exact position depends on the resolution and
is around the length where the wave function approaches zero, we surmise that this
is is caused by the homogeneous Dirichlet boundary condition slightly compressing
the numerical approximation to be closer to the continuous solution compared to a
approximation using the same resolution and different domain length. Due to the fact
that the sweet spot spans a small distance, is resolution dependent, probably depends
on the shape of the domain in higher dimensions, if it exists at all, and reduces the
error only by a constant factor, it is not worth pursuing. One should rather choose a
safe domain length, because the sweet spot’s location is on the verge of harming the
convergence behavior as can be seen on the basis of the green curves in Figure 5.2.
Besides increasing the resolution, i.e. the number of elements, the Finite Element
Method allows for higher convergence orders by increasing the order of the interpolation (i.e. the degree of the shape functions). Figure 5.3a plots the relative error
of the first eigenvalue for first, second and third order interpolation together with
reference curves of the expected convergence rates. A very good match between the
analytically expected and numerically achieved convergence rates is observed. This
good scaling with interpolation order can be attributed to the fact that the sought
eigenvectors of (5.1) are very smooth and thus benefit from higher order polynomial
approximation. Note, that to leverage the higher convergence order a high enough
resolution is needed, therefore both h-refinement and p-refinement should be used
together for optimal accuracy for a given memory footprint. In addition to the shape
function degree, the quadrature degree needs to be raised accordingly, otherwise the
numerical quadrature induced error obstructs convergence.
The Coulomb potential is non-polynomial, meaning that the corresponding integrals
in the weak form (5.8) are not exactly integrated by the numerical quadrature. For this
reason, the accuracy of the approximation can be increased by raising the quadrature
order as can be seen in Figure 5.3b. Surprisingly, the quadrature of the weak terms
(5.8) results in the same values for adjacent even-odd degree pairs, causing the plot
to show a step function. Identifying the origin of this behavior would require a
preciser look at the implementation of the element level assembly of the potential
term. In any case, due to higher quadrature degrees only affecting the runtime of
the assembly step of the Finite Element Method, an increase of quadrature degree
can result in noticeably lower error with only a small cost, because as the problem
size increases the total runtime is dominated by the time it takes to solve the linear
system. Efficiency could be raised by adaptively increasing the quadrature order
near the singularity where the quadrature error is greatest. Additionally, only the
non-polynomial (potential and 1D correction) terms of the weak form benefit from a
quadrature degree that is higher than needed. Hence one could apply higher order
quadrature only to these terms.
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a) Interpolation order refinement with fixed quadrature
degree of 4

b) Quadrature degree refinement

Figure 5.3. Log-log plot of the relative error of the ground-state eigenvalue when refining shape
function or quadrature degree

On the basis of the convergence of the numerical solution to the desired results shown
in Figures 5.1, 5.2, and 5.3 we consider our Finite Element code as validated. Finally,
note that the results shown in these Figures have been obtained without treatment
of the potential singularity, meaning that the from the discretization resulting linear
system remains regular and produces accurate results even with a singularity inside
the computational domain. However, the impact on properties of the linear system
and the convergence behavior of iterative procedures needs clarification, which is
provided in the following sections.

5.2. 3D Cartesian Simulation of the Hydrogen Atom
We now solve the time-independent Schrödinger Equation (5.1) in three dimensions
to investigate the Coulomb potentials impact on the iterative eigensolvers described
in Section 4.2. In Section 5.1 we use a direct eigensolver to solve for all eigenvalues
and simply select the smallest one. This approach becomes computationally infeasible
for fine resolutions, large domains, or higher dimensionality, since it scales cubically
with the number of degrees of freedom and operates on a dense system. In three
dimensions, this bad scaling is exacerbated by the curse of dimensionality. To alleviate
these issues and exploit the sparsity of the linear system resulting from the Finite
Element discretization, iterative methods should be used to find the eigenvalues and
eigenvectors. In the following we use the Lanczos and inverse Lanczos methods
described in Sections 4.2.4 and 4.2.5 to compute the ground-state. The Lanczos
method is chosen, since it is the fastest of the compared solvers that has both a
forward and inverse iteration, allowing a direct comparison between the two.
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It is noteworthy that these methods only work on symmetric linear systems, which is
the case for the Cartesian formulation of problem (5.1), but not necessarily the case for
other coordinate systems, as can be seen in equation (5.8). Most importantly, on the
basis of the signs of the coefficients of equation (5.1) we expect that the eigenvalues of
the system are negative, which is confirmed by the analytical eigenvalues given by (5.7).
Physically, this is because the zero energy reference state is defined as the particles of
the physical system being infinitely far apart, resulting in negative potential energies as
they approach each other and electrical potential energy is converted to kinetic energy.
Analytically this is not an issue, but numerically difficulties arise due to the loss of
ellipticity. Discretizing the negative Laplace operator results in a symmetric positive
definite (elliptic) linear system with positive diagonal entries, from which the negative
potential subtracts. Far away from the potential singularity the diagonal entries
stay positive, while close to the singularity the potential contribution dominates the
kinetic one causing the eigenvalues corresponding to these rows to become negative
and the system to loose ellipticity. Although in general positive energies correspond to
unbound states [9], the question if physical meaning can be attributed to the positive
eigenvalues of the discrete system or if they are simply a result of the discretizaton
remains unclear. Nonetheless, the exact mechanism by which the discretization causes
this divide remains to be explored.
Since the iterative methods find the absolute smallest or largest eigenvalue, which
only match the smallest or largest eigenvalue in the elliptic case, we need to restore
ellipticity by shifting the spectrum to one side. This can be done by adding a shift s
to equation (5.1) which can be absorbed into the potential V :
(−a∆ + V )ψ = Eψ ⇐⇒ (−a∆ + V + s)ψ = (E + s)ψ
⇐⇒ (−a∆ + Ṽ )ψ = Ẽψ ,

(5.9)
(5.10)

with kinetic coefficient a, modified potential Ṽ = V +s and new eigenvalues Ẽ = E +s.
After solution of the modified equation (5.10), the eigenvalues are simply shifted back.
For practical purposes, instead of applying this shift in the potential definition, it
makes sense to apply the shift to the assembled linear eigenvalue problem (4.3), which
is achieved by:
Ã = A + s M ,
(5.11)
since the contributions of a constant shift potential are those of a scaled mass matrix.
This enables us to shift by a bound on the eigenvalues (computed via e.g. [11]) ensuring
ellipticity. The influence of this shift on the behavior of the iterative methods and
solution accuracy is clarified in Section 5.2.2. For now, as we know the analytical
solution for the Hydrogen atom, we simply shift the potential up by s = 14eV ,
generating a positive definite system for all but very coarse discretizations.
A visualization of the approximate solution of equation (5.10) in three dimensions is
shown in Figure 5.4. The ground-state wave function along a line through the center
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a) 1s solution along a line through
the origin

b) 1s orbital visualization

c) 2p orbital visualization

Figure 5.4. Visualization of the approximation of the first two eigenvectors of equation (5.1) inside
a 83 domain using Paraview [1].

of the atom plotted in Figure 5.4a matches well with the one dimensional solution
shown in Figure 5.1a. The difference in magnitude is due to a coarser grid in the
3D case. Figure 5.4b clearly shows the spherical symmetry of the 1s orbital that we
have assumed in Section 5.1. Note, that presumably as a result of the additional
symmetries possible in three dimensions, eigenvalues with multiplicity greater than
one exist. For the Hydrogen atom, the first excited energy state has three possible
wave functions, one of which is depicted in Figure 5.4c. Even though in general the
ground-state could also be non-unique [20], we assume uniqueness for our one electron
system with Coulomb potentials, since the iterative methods could fail to converge
otherwise.

5.2.1. Numerical Treatment of the Potential Singularity
In the previous sections, we have ignored the existence of the singularity at the
potentials center. Surprisingly, even though the integral goes to infinity in theory, the
numerical scheme produces accurate results even for fine resolutions, as we have seen
in Section 5.1. But it still remains unclear if the convergence behavior of iterative
methods is influenced by the untreated singularity. Therefore, we investigate its
influence by comparing with results obtained with an approximate potential V̄ =
max(V, threshold) bounding the potential and its integral.
Figure 5.5a shows that the quality of the approximation is significantly worse for the
bounded potential with a threshold of -10. Indeed, since the potential is different,
the method converges to an erroneous solution, limiting the achievable accuracy of
the method and decreasing convergence order. Employing a coarser resolution with
an untreated potential, the same quality of approximation can be obtained as with
a thresholded potential while having the same stability, because the more granular
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b) Comparsion of the number of iterations needed by
the inverse Lanczos method.

Figure 5.5. Influence of bounding the Coulomb potential on the convergence behavior of the
ground-state FEM approximation of (5.1) computed on a 103 domain. The no threshold (blue) and
threshold=100 (green) lines overlap.

approximation of the potential results in a thresholding effect. Observe that the
curves for a threshold of -100 in Figure 5.5 coincide with the unbounded curves. This
is due to the maximum potential value evaluated at a quadrature point being lower
than the threshold, since for the given resolution there is no quadrature point close
enough to the singularity which results in the schemes producing the same result.
Hence a given resolution implicitly thresholds the potential while remaining consistent
with the original problem (5.1). More exactly, the potential is not thresholded, but
instead globally interpolated by a spline polynomial via the quadrature of the finite
element discretization, which has been shown to yield better results for higher order
polynomials in Section 5.1.
Comparing the number of iterations needed by the Lanczos method in Figure 5.5b
reveals that convergence is slower when employing a threshold, suggesting that for
a given mesh the stability of the linear system is better without treatment of the
singularity. It follows that there are no benefits from bounding the potential and the
untreated singularity does neither impede convergence of the iterative method nor
does it hinder the accuracy of the overall scheme. It seems that the point at which
rounding errors will occur are at higher resolutions than needed for very good accuracy
as seen in the Figures outlined in Section 5.1. Since both the onset of rounding error
and the maximum of attainable quality depend on floating point precision, it is
reasonable to assume that in practice one will not encounter rounding error problems
caused by the potential. Further note, that a Finite Element discretization might be
less prone to these issues, since the larger potential integral influences all nodes of an
element which increases the magnitude of all values in its row of the discrete system,
diminishing rounding error issues. Finally, as a consequence of these findings, one
only needs to ensure that a quadrature point is not at the singular point causing a
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division by zero, which can be accomplished by placing the atoms nuclei onto grid
nodes.

5.2.2. Consequences of the Spectrum Shift
As previously mentioned in Section 5.2, the spectrum of the linear system needs to be
shifted to acquire iterative solvability. Two options present themselves: 1) a positive
shift to the right where the ground-state is the smallest eigenvalue, or 2) a negative
shift to the left, where the ground-state becomes the (absolute) largest eigenvalue.
The fundamental difference between the two approaches is that seeking the smallest
eigenvalue requires an inverse solver, while the largest can be found with a forward
solver. In theory a forward solver is preferable due to its low computational cost per
iteration step compared to an inverse solver, which needs to solve a linear system in
each step.

a) Comparison of the number of steps needed for the
eigensolver to converge.

b) Comparison of the runtime of the eigensolvers.

Figure 5.6. Comparison of the inverse Lanczos and Lanczos method.

To test the practical applicability of the shift, the Lanczos and inverse Lanczos method
are compared in Figure 5.6. For the inverse method we additionally consider a solver
with a shift based on the lower eigenvalue bound to emulate the solution of a system
with unknown ground-state. Figure 5.6a shows that the number of steps needed
by the inverse Lanczos with fixed shift only increase slightly whereas the forward
solver needs considerably more iterations. Although this is the case, the solution
time depicted in Figure 5.6b does not increase significantly when compared to the
inverse method, illustrating that the forward solver requires substantially less time
per step. For the same reason, the runtime of the inverse method drastically increases
due to the increase of iterations when using the estimated shift. Lastly, focusing on
the inverse method with shift by an estimated eigenvalue bound in Figure 5.6 reveals
that the shift is the major contributing factor in the increase of needed iterations for
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both inverse and forward solvers. This makes sense, since the convergence speed of an
iterative eigensolver depends on the relative difference between the target eigenvalue
and its neighbor, which shrinks when both are shifted by the same large value.
Unfortunately, as the resolution increases, the bound on the eigenvectors also increases, as is shown in Figure 5.7a, where a Gerschgorin bound for general eigenvalue
systems [11] is used. The rapid increase of the bound can be attributed to the growth
of the largest eigenvalue of the system with increasing resolution. The eigenfunctions
of the Laplace operator are oscillations with corresponding eigenvalues scaling with
frequency. Hence for a finer grid, higher frequency oscillations can be resolved, resulting in larger eigenvalues. Unfortunately the lower bound rises together with the
upper bound, causing both solvers to converge slower. From the vast difference in
solution times of the inverse solvers seen in Figure 5.6b together with the fact that the
ground-state eigenvalue remains fixed for increasing resolution it follows, that a good
lower eigenvalue bound is needed when refining the resolution. An computationally
inexpensive approach might be to use the estimate of a coarser resolution under the
assumption that the ground-state energy does not change much. This would allow
efficient mesh refinement with the inverse Lanczos method.

a) Generalized Gerschgorin eigenvalue bounds.

b) Maximum difference in magnitude of values in the
same row of the discrete linear system.

Figure 5.7. Comparison of the inverse Lanczos and Lanczos method.

Another factor to consider is potential rounding error caused by the shift, which is
quantified in Figure 5.7b. This shows that the shifted linear system is less prone to
rounding errors than the original one, letting us conclude that rounding errors one
again are not an issue.
Even tough the shift performs fine in our numerical experiments, it can have a
profound impact not only on the convergence speed, but also on the accuracy, which
should not be ignored. A shift orders of magnitude larger than the ground-state
eigenvalue will reduce the precision the the original eigenvalue by those orders of
magnitude, due to floating point arithmetic. For example, if we have accurately
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determined the first 8 digits of the shifted eigenvalue, but the first 5 digits are the
shift, then only the first 3 digits of the original eigenvalue have been determined.
Hence a theoretical limit of shifting is given by the precision of the floating point
data type used for the computation. This loss of accuracy is directly in conflict with
the goal of increasing the resolution which results in large shifts. Once again, this
establishes a need for a good lower bound and inverse method when pursuing mesh
refinement.

5.2.3. 2D Simulations with Increasing Domain Length
We now return to the case of long rectangular domains in 2 dimensions examined
in Chapter 3 and study the influence of Coulomb potentials on the solution of these
problems. Therefore we construct a chain-like molecule by packing Hydrogen nuclei in
a zig-zag pattern inside of a rectangular domain. The ground-state of such a molecule
is visualized in Figure 5.8.

Figure 5.8. Ground state for a staggered chain of 15 Hydrogen nuclei on a [0, 40] × [0, 12] domain.
The nuclei are situated at x=5:2:35 and y alternating between y=5 and y=7. The Potential V is
the sum of the 15 Hydrogen Coulomb potentials. Visualized using Paraview [1].

One can observe that the ground-state wave function is concentrated in the middle
of the domain. This is because the sum of all Coulomb potentials is strongest in
the middle, resulting in a large potential well in which the electron wave function of
the ground-state prefers to reside. As the domain length increases, more Coulomb
potentials overlap, causing the electron ground-state energy to decrease, as can be
seen in Figure 5.9b. For elongated domains, the overlapping potentials result in large
negative potential values across the domain. To limit these long range interactions, a
cut-off Coulomb potential, where above a certain distance from the potentials center
its value is set to zero, can be employed. Thus we also explore the effect of a cut-off
Coulomb potential on the solution of the problem described above. This modification
of the potential once again introduces consistency error which is plotted in Figure
5.9a. As expected, the relative consistency error increases as the domain length
increases. Even though it flattens out, the error will be arbitrarily large for longer
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a) Relative difference compared to the eigenvalue approx- b) Value of the smallest eigenvalue with a cut-off of 20.0
imated without cut-off.
and without.

Figure 5.9. Influence of potential cut-off on the smallest eigenvalues for increasing domain length.

domains, because the ground-state energy of the cut-off system does not increase after
a certain length as can be seen in Figure 5.9, while the reference energy increases in
magnitude. The cut-off energy remaining constant is due to the periodicity of the
potential caused by the cut-off. While for the reference no-cut-off case, the energy
goes to negative infinity with domain length, since we only consider a system with
one electron and adding protons to that system will naturally decrease the energy,
which can be directly deduced from the energies definition mentioned in Section 5.2.
Therefore, note that the system has no real world applicability, also since it only
contains a single electron, but should be seen as a numerical case study.

a) Comparison of the number of steps needed for the
eigensolver to converge.

b) Comparison of the runtime of the eigensolvers.

Figure 5.10. Convergence behavior of inverse and direct solvers for increasing domain length with
and without potential cut-off.

The number of iterations needed by the solvers with and without cut-off are plotted
in Figure 5.10a, revealing that the inverse Lanczos method consistently converges in
less steps than its forward counterpart. Surprisingly, even though the cut-off bounds
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the smallest eigenvalue, its use leads to an increase in the number of steps needed,
with a rising trend for extending domains. This worse convergence behavior might
be due to the discontinuities introduced into the potential, meaning that the cut-off
distance should be chosen such that the potential value is very close to zero.
The rise in number of iterations is similar for both solvers in both cases. For the
case of cut-off potentials, the lower and upper bounds on the eigenvalues does not
grow, due to periodicity. This causes both solvers to behave the same for lengthening
domains. But for no potential modification, the smallest eigenvalue explodes, while
the largest eigenvalue should not increase, as we are not refining the resolution. As
seen in section 5.2.2 both bounds increase together, causing equally bad shifts. Hence,
once again the number of steps needed rise by similar amounts. In contrast to Section
5.2.2, here a good estimate for the largest eigenvalue can help the forward solver.
Although for both methods the number of steps grows equally, the solution time of
the forward solver grows slower than that of the inverse method as can bee seen in
Figure 5.10b, which is due to a step being relatively cheap compared to the linear
system solve required by the inverse method. However, using cut-off potentials causes
the forward solver to perform substantially worse, yet it seems that it will be faster
than the inverse method for longer domains, since the growth rates of the curves in
Figure 5.10b differ.
Due to the absence of mesh refinement, the forward Lanczos iteration appears to
be more suitable for computations on long rectangular domains, especially when a
close bound on the largest eigenvalue can be computed. Cut-off is shown to reduce
accuracy and performance, yet for very long domains one might be forced to use it,
since the large bounds caused by the low ground-state will cause shifts that reduce the
precision to zero digits. Lastly, note that mesh ordering is important for rectangular
domains, as the bandwidth of the resulting matrix can either be fixed or grow with
the problem size. A fixed bandwidth allows for optimizations and better memory
access patters, reducing the time needed.

5.2.4. Future Work
Many issues remain open and to be tested, but lie outside the scope of this work,
leading us to list them here.
1. A non-uniformly spaced grid or fully unstructured mesh would allow for fine
resolutions close to the singularities and coarse resolutions near the boundary
where the potential has a small gradient, allowing for a more efficient use of
computational resources.
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2. One could attempt to model multi electron systems by only simulating the
valence electrons and treating the inner electrons as shielding of the potential,
which would reduce the dimensionality of the problem.
3. Using different quadrature rules for the non-polynomial potential might yield
better approximations resulting in a cheap increase of accuracy.
4. Different Coulomb potential derivatives such as the Yukawa-Potential [31] might
be of interest, since its exponential decay could be useful for long domains.
5. Good eigenvalue bounds could significantly assist the solution process, alternatively iterative procedures that can deal with non-elliptic systems could be
investigated.

5.2.5. Summary
When using Coulomb potentials in Schrödinger-Type eigenvalue problems, the from
the Finite Element Method expected convergence behavior is achieved in spite of
the singularity of the potential. Capping the potential at a threshold to eliminate
the singularity benefits neither the convergence speed nor the accuracy. Therefore,
the natural interpolation approximation of the Finite Element Method performs very
well, allowing the singularity to be disregarded.
The loss of ellipticity caused by the Coulomb potential is remedied by shifting the
spectrum of the discrete system. Although the iterative methods used on the shifted
system still converge, it is shown to be slower and cause loss of precision, necessitating
sharp bounds on the spectrum to keep the shift as small as possible.
For grid refinement, the inverse solver scales better, while the forward solver is preferred for increasing domain length with constant resolution. In both cases, sharp
bounds on the spectrum are paramount for fast convergence. For long rectangular domains, the potential should only be cut-off at large distances, otherwise it introduces
large errors and negatively impacts the time needed to solve.
More costly simulations need to be performed for a more extensive study. Nevertheless,
clear trends are deduced from the analysed ranges. Hence the goal of validating the
methods introduced in previous sections and exploring convergence properties for
more realistic use-cases is achieved.

6. Conclusion
In this project work, after we discussed the theoretical background of the linear
Schrödinger equation, we dove further into the iterative solution of the generalized
eigenvalue problem and which solver best to use for that. Furthermore, the numerical
approximation of the eigenvalue system and how the Coulomb potential influences it
were analysed.
We found that increasing the domain length L results in a convergence gain of
two orders for 1D problems with V=0 or V=const. In nD, no convergence can be
gained. We also discovered, as further presented in section 4.3.6, that only inverted
solvers are efficient enough to solve the generalised eigenvalue problem for positive
definite problems. Analysis showed that the Julia package Arpack provided the
best methods. As discussed in section 5.2.5, our result was that the singularity
of the Coulomb potentials used in the Schrödinger-Type eigenvalue problem does
not pose a problem. Furthermore, the loss of ellipticity caused by the Coulomb
potential can be compensated reasonably well. The inverse solver and the forward
solver scale better for different grid refinements and domain length and therefore the
different conditions need to be considered. Although more costly simulations need
to be conducted in further studies for a even better insight, our goal of analysing
the convergence properties for more realistic use-cases and validating the methods
introduced in previous sections could be achieved.
In addition to the execution of further, more costly simulations, another topic could
be worth to be investigated further. In chapter 4.4, it was briefly discussed that the
eigenvalue problem results from an FEM problem and this could be exploited.
In previous research, the ’Automated Multilevel Substructuring Method’ proved to
be fast for problems similar to the Schroedinger problem. Thus, further analyses of
that seem to offer high potential.
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