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Abstract
This thesis provides a didactical review of Spectral Inference Networks (SpIN) introduced in [7]. SpIN uses an artificial neural network for spectral analysis of generic
and linear symmetric operators with unsupervised training. A central motivation for
the development of SpIN is to conduct spectral analysis in cases where the problem
space is too large to represent in memory. SpIN approaches this similarly to a Monte
Carlo method. The defining features of SpIN include overcoming stochastic bias,
introduced through memory limitations, with bilevel optimization and simultaneous
learning of multiple features.
SpIN uses a modified gradient descent method for training without conventional
training data. As a test case SpIN is used to find the eigenfunctions of the time
independent Schrödinger equation which denotes the orbitals of an electron in a
hydrogen atom. The basics of artificial neural networks and quantum mechanics
relevant to this topic are illustrated. The tensorflow playground [1] is used to visualize
the mechanics of neural networks. Results produced by SpIN give strong empirical
support for its correctness. Performance bottlenecks, further applications and future
research suggestions are discussed. An example implementation of SpIN is given by
[7].
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1. Introduction
Eigendecompositions and the implementation of their respective algorithms are fundamental aspects of mathematics and science. Understanding the eigenvectors or
eigenfunctions of a given system can yield crucial insight to its behavior. In physics
representing a temperature field as a composition of many eigenfuctions of the heat
equation makes it much more predictable, though it is still an approximation. Similar
simplifications are used in control technology.
Large scale problems however can reach the point, where the memory consumption
of eigenvectors or -functions exceeds practical limitations. This can happen, if the
problem space is too large and / or is of high dimension.[7]
This thesis focuses on the Spectral Inference Networks (SpIN) developed by Pfau et al.
. SpIN is a neural network that approximates eigenfunctions of linear operators as
a parametric function. It extracts subsets of the original dataset at random, similar
to a Monte Carlo method, and uses moving averages to handle stochastic biases. In
general neural network applications are usually dependant on a large training data set
with a known solution in order to find patterns.[3] The unsupervised training of the
SpIN is an optimization problem independent from a training data set and therefore
uses a modified gradient compared to traditional approaches.
As an example application, the eigenfuctions and eigenvalues of the time-independent
Schrödinger equation for an electron in a hydrogen atom will be solved following
the discussion and example implementation provided by [7]. The solutions are well
studied and understood such that this testcase is a good measure if SpIN works. The
example will also show, how the stochastic bias of bilevel optimization affects the
solution.
In Chapter 2 this thesis will cover the basic concept of neural networks and how to
train them. Then in Chapter 3 the physics behind the time-independent Schrödinger
equation and its relation to spectral analysis will be discussed. Afterwards the
mathematical approach of SpIN will be derived in Chapter 4. The example application
of SpIN concerning the Schrödinger equation is demonstrated in Section 4.4. The
results and a further outlook are discussed in Chapter 5.

2. Basics of Neural Networks
An artificial neural network is an input data processing engine, that has a structure
similar to the natural neural networks, that make up the brains of animals and
humans. It consists of digital neurons that are connected to each other, each of them
has an input and an output. The network is structured in layers of neurons where
the first layer is the network’s input and the last layer forms its output. The layers
in between are called hidden layers. This structure is illustrated in Fig. 2.1. A neural
network with many hidden layers is called a deep neural network. Each neuron’s
input is a weighted combination of the outputs of all neurons in the previous layer.
These are processed in a parametric activation function with unique parameters for
each neuron. When compared to their biological counterpart, input and output of
the network correspond to sensoring organs like eyes and muscles. The activation
function of real life neurons is simply a threshold value that marks how high the total
input of the neuron must be for it to produce an output in return. In computer sience
digital neurons are not limited to step functions, though they are a valid choice in
theory.[3]
The initial purpose of artificial neural networks was to exploit this seemingly simple
processing structure that has allowed thinking beings to emerge and solve sophisticated problems where conventional algorithms are reaching their limits [6]. The
neural network is not supposed to mimic a thinking brain but to approximate any
function, no matter how complicated it may be. The following section will elaborate
on why a neural network can solve such a problem. In the context of this work the
eigenfunctions of a linear operator are modeled.

2.1. Universal Approximation Theorem
The universal approximation theorem is what makes the simple structure of neural
networks a valid foundation of solving highly complex problems. It states that a
feed-forward network consistent of one hidden layer with a finite number of neurons
can approximate a continuous function on a compact subset of Rn . Some conditions
apply, most notably that the activation function of each neurons must not be linear.[4]
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Input
layer

Hidden
layer

Output
layer

Input #1
Input #2
Output
Input #3
Input #4
Figure 2.1. Typical structure of a neural network. The green nodes are input neurons, which
correspond to sensoring organs. The blue nodes are neurons of the hidden layers. This neural
network has one hidden layer and a single output neuron.

Another version of this theorem also states, that if a neural network is width-bounded,
a deep neural network is also a universal approximator.[11]
A visual proof can be shown for the step function using the sigmoid activation function [2]. Assume a feed-forward neural network with one input neuron, one hidden
layer with two neurons and one output neuron, as seen in Fig. 2.2.
Input
layer

Hidden
layer

Output
layer

Input

Output

Figure 2.2. Neural net with two hidden neurons.

The activation function for each hidden neuron is the sigmoid function σ : R → R:
σ(z) = 1/(1 + e−z ),

(2.1)

where the input x is subjected to a weight w ∈ R and a bias b ∈ R:
σ(z) = σ(wx + b).

(2.2)

The weights and biases are the parameters of the neural net, which are to be tuned in
general. To simplify the example, the weight of the first hidden neuron is set to 999
and its bias to -400. The other hidden neuron is excluded from this example. The

2.1. Universal Approximation Theorem

5

Figure 2.3. With proper weights and biases the sigmoid function σ(z) = 1/(1 + e−z ) converges
towards a step function.

resulting network almost computes a step function, as seen in Fig. 2.3, with the step
s at position s = −b/w, in this case s ∼
= 0.4.
By having the other neuron compute a step at a different location and adding weights
to the edges of the output neuron a slightly more complex step function is computed,
as seen in Fig. 2.4.

Figure 2.4. Weighted sum of the two sigmoid step functions: 0.4·σ1 (999x−400)+0.6·σ2 (999x−600).

With more hidden neurons the accuracy of the approximation can be increased.[2]
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Another simple example is the rectified linear unit (ReLU) function, defined as
f (z) = max(0, z).

(2.3)

The activation function implemented in SpIN, however, uses the softplus function,
which is a smooth approximation of the ReLU function, defined as
f (z) = log(1 + ex ).

(2.4)

It is prefered over the ReLU function. The ReLU function is piecewise linear and
causes approximations of the Laplacian operator to be zero almost everywhere.[7]

2.1.1. Example: Tensorflow Playground
A demonstration of the capabilities of a neural network to approximate complex functions with simple activation functions can be done using the tensorflow playground.[1]
In this example a neural network with 6 hidden layers at 8 neurons each with the
task of sorting points into two groups, yellow and blue. The points were arranged in
a spiral with one spiral arm in yellow and the other one in blue. The setup can be
seen in Fig. 2.5.

Figure 2.5. Setup of a neural net on tensorflow. On the left side two input neurons with a simple
ReLU activation function are connected to the net. The graphs on each node show the current
feature detected by that node.[5]

2.2. Conventional Training Using Backpropagation

7

There is no trivial solution to this task. The activation function used for the neurons
was the ReLU function. There were only two input neurons, one for the x and one
for the y component of each point, which is considered to be a very basic feature.
Fig. 2.6 shows the output of the network.

Figure 2.6. Points in a spiral pattern classified by the tensorflow playground net. The backround
color represents the outcome of the net. 400 iterations have passed.[5]

The output of the network has taken the form of a spiral that matches the points of
the training set. There are fragments of degeneration visible, mostly in areas without
training data. This result was achieved after 400 iterations.
Using fewer nodes tends to prevent the network from correctly seperating all points.
Also unstable convergence is an issue with this few nodes and simple input neurons.
If additional input neurons are used with more complex activation functions for more
complex feature tracking, the convergence becomes faster and more stable. In Fig. 2.7
five additional input neurons were added with the following activation functions, also
called features: {x2 , y 2 , x · y, sin(x), sin(y)}. The image was taken after 150 iterations.
All other settings were identical. The setup used in this thesis can be found in [5].

2.2. Conventional Training Using Backpropagation
The tuning of the parameters used in the neural networks is referred to as training
the network. The quality of the network is measured by a (usually quadratic) error
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Figure 2.7. Points in a spiral pattern classified by TensorFlow. Additional input neurons with
more complex activation functions were added. 150 iterations have passed.[5]

function:
E=

n
1X
(ti − oi )2 ,
2 i=1

(2.5)

with ti denoting the target output, oi the current output and n the number of output
categories, that the network is supposed to tell apart. In the case of handwritten
numbers n would be 10 since there are 10 digits.
This error is then propagated back through the network and the weigths and biases
of each activation function are modified according to a gradient descent optimization.
This method becomes more sophisticated if the network has more than one hidden
layer.[3]
In the case of SpIN the target output of the network corresponds to the eigenfuction
of a given linear operator. This means that no training data set can be used for
an error function and thus the gradient must be computed in another way. The
mathematical properties of eigenfunctions can be used to construct an objective
function, that is minimized (or maximized) while the neural network converges towards
the eigenfunctions.[7] The derivation of the new objective function used in SpIN and
its respective gradient will be covered in Chapter 4.

3. The Time-Independent
Schrödinger Equation
The example application of this thesis considered the time-independent Schrödinger
equation. This chapter will give a general understanding of the physical context
behind it. In Section 3.1 the nature of quantum objects will be briefly described.
This should give a general understanding of what the Schrödinger equation depicts.
Section 3.2 then explains, how the Schrödinger equation for special cases reduces to
an eigenvalue problem and how the eigenfunctions and eigenvalues relate to physical
properties in reality.

3.1. Wave Function of Quantum Objects
The Schrödinger equation is a linear partial differential equation that describes the
complex wave function ψ ∈ C1 of a non relativistic quantum mechanical system [8].
Non relativistic referst to velocities significantly slower than the speed of light. In
quantum mechanics objects like electrons are not described as points in space with
a fixed location and momentum. For each object its quantum mechanical wave
function gives the probability density in space and time that describes where and at
which momentum the object is expected to be found during a measurement. The
probabillity density p for a particle to be found in location x is then p(x) = |ψ(x)|2 .
The Schrödinger equation dictates how this wave function evolves and is therefor the
quantum object equivalent of Newtons law of motion.[8] According to the Copenhagen
interpretation of quantum mechanics a particle is never actually a defined point in
space where we just don’t know its state better than what probabilities tell us, but
always a wave in its quantum field that collapses when interacting with other particles
i.e. when it is measured.[12]
This is well illustrated in the video from . The following images taken from the video
will give an intuitive understanding to the nature of the wave function. In Fig. 3.1 the
wave function ψ(x) is depicted in blue and corresponds to a particle moving though
space in one dimension with a speed of 4 units per second. It is complex valued,
so the graphical representation is three-dimensional. For a better understanding a
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blue volume has been added to represent the propability density of the particle to be
found in position x. A measurement device is set up at position x = 4 with a timer
of 1 second. It measures whether or not the particle is inside the area between the
bracets above it.

a) Wave function visualized.

b) The wave function approaches the measurement device.

c) Case 1: The particle is found in the measured
area. The wave function collapses.

d) After collapsing to the measured area the
wave function continues to evolve.

e) Smoothed wave function after evolving for
some time.

f) Case 2: The particle is not found inside the
measured area.

g) After collapse the wave function of one particle has two peaks in the position space.

h) The wave function evolves and smoothens the
peaks.

Figure 3.1. Visualization of the wave function of a single particle. The complex valued wave
function is depicted in one dimension. The volume represents the propability density of a particle
to be found during measurement. When measured, the wave function collapses and continues to
evolve according to the Schrödinger equation.[10]

Fig. 3.1 shows the wave approaching the measurement device and then being measured.
There are two ways the wave can collapse. In the first case the particle is inside the
measured area and the wavefunction is reduced to that part. Afterwards it continues
to evolve according to the Schrödinger equation. In the second case the particle is
not found inside the measured area, so the wave function becomes zero there. Since

11
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the volume denoting the probability density inside the measured area is around one
third of the entire volume of the particles wave function it is more likely to not be
found when measured.
This is important for the results of the example application of SpIN featured in this
thesis. The classical image of an electron being a tiny point that circles around the
nucleus of its atom, like the planets traveling around the sun, is not what correctly
describes, where an electron in an atom will be found if measured. For a single object
in a potential field, in this case an electron in an electric potential caused by the
positive charge of a proton, the eigenfunction of the Schrödinger equation denotes
the shape that the wave function of an electron in a hydrogen atom will have, while
the corresponding eigenvalue denotes its energy level.[8]

3.2. Hamilton Operator and Orbitals
The general Schrödinger equation has the form
i~

∂
[ψ(t)] = H[ψ(t)],
∂t

(3.1)

where ~ is the reduced planck constant, ψ is the wave function of the system and H is
the Hamiltonian operator that denotes the sum of potential and kinetic energy of all
particles in a system. The specific non relativistic version of this equation in position
space for a single particle with mass m and potential V (x) in a potential field is
i~

−~2 2
∂
[ψ(t, x)] = [
∇ + V (t, x)] ψ(t, x).
∂t
2m
|
{z
}

(3.2)

H

This function predicts that a wave function can form standing waves or stationary
states. These can be described by the time independent Schrödinger equation [8]
Eψ(x) =

−~2 2
∇ ψ(x) + V (x)ψ(x) = H[ψ(x)].
2m

(3.3)

This is an eigenfunction problem, where the hamilton operator H is linear in ψ(x).
Finding these eigenfuctions and understanding them is useful in understanding the
Schrödinger equation for any other state or system. Since the Schrödinger equation
has been thouroughly researched in the past and a lot of experimental data concerning
electrons in hydrogen atoms is available [9], it is a very intriguing test case for SpIN.
2
In this example the term −~
is set to 1 for simplicity and the potential V (x) is set
2m
1
to |x|
, wich is the coloumb potential of a charged particle. This will be solved in two
dimensions.

4. The SpIN Approach
The Spectral Inference Network (SpIN) has a structure similar to Fig. 4.1. It has two
input nodes (for a two dimensional space, as in the experiment in Section 4.4) and
one output node for each eigenfunction f1 , ..., fn with eigenvalues λ1 , ..., λn it models.
For a discretized space the network pluggs each point x into the input neuron. The
output of the ith neuron approximates the ith eigenfunctions value at that point x.
Note that the actual network used in the upcoming experiment has 4 hidden layers
with 128 nodes each.[7]
Input
layer

Hidden
layer

Output
layer
Eigenfunction f1 (x, y)

Input x

Eigenfunction f2 (x, y)

Input y

Eigenfunction f3 (x, y)
Eigenfunction f4 (x, y)

Figure 4.1. Example network structure of SpIN. The network has two input neuron (one for the
x and one for the y component), numerous hidden neurons and several output neurons. For each
point that is put into the input neuron, the output of the ith output neuron is equivalent to the
evaluation of the ith eigenfunction at that point.

The space used to train the network is in general expected to be too large to compute
the networks return at every point for every iteration of training. A stochastic method
of compensating this will be discussed in Section 4.1.

4.1. Stochastic Input
Due to the dataset being too large or dense to use entirely, minibatches are used. A
minibatch contains sets of points that are randomly distributed among the original
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sample space. Each set has a fixed number of points in the minibatch. During each
iteration of the optimization algorithm the network uses the points of the first minibatch to compute the gradient, which will be discussed in Section 4.2, and then moves
on to the next set of points. Several quantities will be empirically estimated using
the points of the minibatch. Updating these estimations over multiple minibatches
will be discussed in Section 4.3.
Certain non local operators might require the evaluation of pairs of points instead of
a single point. In this case two minibatches are used in each iteration step instead of
one. This is not needed for the Hamilton operator, thus it does not affect the example
regarding the hydrogen atom. However the derivation of the general objective function
and gradient for the gradient descent in Section 4.2 takes this into account. Points
of different minibatches are denoted as x and x0 .[7]

4.2. Deriving a Gradient for the Network
The key feature, that sets SpIN apart from other neural networks is its unique way
of network training without a conventional dataset. Deriving an objective’s gradient,
for a gradient descent that trains this unusual network, is the key task covered by
this thesis following [7].
In order to derive a gradient to use in the training of the neural network, one must
first derive an adequate objective function. This section will cover a general derivation
that is not limited to application on the Schrödinger equation. The objective of SpIN
is to solve an eigenfunction problem. An eigenvector is definded as u ∈ Rn for a
matrix A ∈ Rn×n and a scalar eigenvalue λ ∈ R so that Au = λu holds. If A is
symmetric then all eigenvalues and eigenvectors are real and can be ordered. The
largest eigenvector solves
uT Au
max T ,
(4.1)
u
u u
which is the maximized Rayleigh coefficient. The top N eigenvectors U = (u1 , ..., uN )
are found by the sequential constrained optimization of:
uT Au
.
Tu
u
T
u u=0

arg max
u

(4.2)

j

j<i

Written as a single optimization problem
max Tr((U T U )−1 U T AU ),

U ∈Rn×n

(4.3)

4.2. Deriving a Gradient for the Network
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this gives a subspace that spans the top N eigenvectors (that are not necessarily
orthogonal). SpIN shall use an equivalent equation that solves for eigenfunctions in a
functionspace of a linear operator. Matrix A is replaced by a symetric kernel k(x0 , x),
while x is in a measurable space Ω where the inner product of f and g is defined with
respect to a probability density p(x):
Z

f (x)g(x)p(x)dx = Ex˜p(x) [f (x)g(x)].

(4.4)

In this way a general linear operator K[f ](x) = Ex0 [k(x, x0 )f (x0 )] can be constructed
from k. In the Schrödinger example case this operator is the Hamiltonian H using
the graph Laplacian. If rows i and j are replaced with poins x and x0 , the objective
function for SpIN becomes:
max Tr(Ex [u(x)u(x)T ]−1 Ex,x0 [k(x, x0 )u(x)u(x0 )T ]).
U

(4.5)

For simpler notation we define two quantities in this objective function: Σ :=
Ex [u(x)u(x)T ] and Π := Ex,x0 [k(x, x0 )u(x)u(x0 )T ]. The objective function can therefor
be written as
max Tr(Σ−1 Π).
(4.6)
U

This is where an issue from the initial motivation for SpIN occurs, that is the limitations of memory. For Σ and Π empircal estimates will be necessary. This will be
further discussed in Section 4.3. They will be denoted with Σ̂ and Π̂. Similary to
Section 4.2 a sequential optimization will yield the eigenfunctions in order instead of
a set that spans them:
Ex,x0 [k(x, x0 )u(x)u(x0 )].

max
u

(4.7)

Ex [u(x)u(x)T ]=Id

Since the trace is invariant to cyclic permutation the Cholesky decomposition Σ =
LLT can be used to rewrite the objective:
Tr(Σ−1 Π) = Tr(L−T L−1 Π)

(4.8a)

= Tr(L−1 ΠL−T )

(4.8b)

This matrix is now defined as Λ := L−1 ΠL−T . The upper left n×n block only depends
on the first n eigenfunctions. This convenient property will be used to construct a
masked gradient, denoted by ∼ for the gradient descent. The first n eigenfuctions
are spanned by u1 : n (x) such that
max
u1:n

n
X
i=1

Λii → max,

(4.9)
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so if the gradient is masked to also be independent of uij for j less than i it can be
written as

˜ ii
˜ ii  ∂Λ
if i = j
∂Λ
∂uij
=
,
(4.10)
∂uij
0
else
to combine it into one masked gradient
˜ u Tr(Λ) =
∇

X

∂Λn,n
∂Λ1,1
, ...,
∂u1
∂un

˜ u Λii =
∇

i

!

(4.11)

so it is equivalent to independently solving for each ui . The correctness of this masked
gradient can be shown through induction[7].
The closed form expression of the gradient with respect to u is given in [7] and reads:
h

i

h

i

˜ u Tr(Λ) = E k(x, x0 )u(x)T L−T diag(L)−1 − E u(x)T L−T triu(Λdiag(L)−1 ),
∇
(4.12)
where triu denotes the upper triangular matrix and diag the diagonal matrix. Using
the chain rule to get the gradient with respect to the parameters θ of the neural net,
this yields:
"

#

"

#

˜ θ Tr(Λ) = E k(x, x0 )u(x)T L−T diag(L)−1 ∂u − E u(x)T L−T triu(Λdiag(L)−1 ) ∂u .
∇
∂θ
∂θ
(4.13)
Certain quantities in this expression will also be simplified for the following sections:
JΠ (A) := k(x, x0 )u(x)T A ∂u
and JΣ (A) := u(x)T A ∂u
are linear operators denoting
∂θ
∂θ
left multiplication of the Jacobian of Π and Σ with respect to θ to A. The masked
gradient can hence be written as
˜ θ Tr(Λ) = E[JΠ (L−T diag(L)−1 )] − E[JΣ L−T triu(Λdiag(L)−1 )].
∇

(4.14)

Like Π and Σ, JΠ and JΣ are subject to empirical estimation.[7]

4.3. Stochastic Bias Correction
As mentioned before, Π, Σ, L and Λ can only be empirically estimated with the few
points available per minibatch. Let an empirical estimate of any variable be denoted
(.̂), e.g. Σ̂ as the estimate of Σ, and so forth. Since the gradient used in SpIN is non
linear in these quantities, plugging in the estimates will cause it to be statistically
biased.[7] As seen in Section 4.4 this may prevent convergence.

4.4. Example: Electron of a Hydrogen Atom
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This issue is resolved using a moving average for each of those quantities. The moving
averages, denoted for Σ as Σ̄ and so forth, are updated per minibatch t with:
Σ̄t ← Σ̄t−1 − βt (Σ̄t−1 − Σ̂t ) = (1 − βt )Σ̄t−1 + βt Σ̂t ).

(4.15)

Here β is called decay rate. It is up to the user to tune it, see Section 4.4. Moving
averages are updated with the respective current minibatches estimates. Over many
minibatches the sample size for the empirical estimates increases thus they will
converge towards their correct values.[7]

4.4. Example: Electron of a Hydrogen Atom
In this section the correctness of SpIN will be demonstrated by solvig the timeindependent Schrödinger equation of an electron in a hydrogen atom for its eigenfunctions which yields its orbitals. The experiment is conducted in two dimensions.
The network contains two input neurons, 4 hidden layers with 128 nodes each, and
9 output neurons. The eigenfunctions for the 9 smallest eigenvalues are computed
on a 128 × 128 grid. The size of the minibatches is set to 128 points, which is much
smaller than the 16,384 points of the grid, in order to show the effect of bias on the
solution. Note that the size of the minibatches is independent to the size of the output
grid. The boxes in the plots are 100 × 100. The nodes use the softplus activation
function f (z) = log(1 + ez ). One solution is calculated with a decay rate of β = 0.01,
which corresponds to only slightly updating the moving averages from Section 4.3.
Another solution is calculated with β = 1, i.e. no bias correction. Since for two and
three dimensions exact solutions exist for the Schrödinger equation, a comparison is
given.[7] The result after 200.000 iterations can be seen in Fig. 4.2 and Fig. 4.3.

a) Eigenfunctions from exact solver.

b) Eigenfunctions from SpIN with bias correction at β = 0.01.

c) Eigenfunctions from SpIN without bias correction.
Figure 4.2. Eigenfunctions of the Schrödinger equation for an electron around a hydrogen atom.[7]

18

4. The SpIN Approach

a) Convergence of eigenvalues without bias correction.

b) Convergence of eigenvalues with bias correction.

.
Figure 4.3. Convergence of eigenvalues with (β = 0.01) and without (β = 1) bias correction, over
200.000 iterations. The dashed line marks the exact values.[7]

The eigenfunctions found by SpIN in Fig. 4.2b with bias correction strongly resemble
the correct solution from Fig. 4.2a. The orbitals of the electron around the nucleus
in the grid center are clearly visible. Eigenfuction 2,3,5,6,7 and 8 are rotated to some
degree which does not matter because any linear combination of eigenfunctions is
also an eigenfunction.[7, 8] This rotational symmetry is to be expected from a point
shaped system. The eigenfunctions that were calculated without the bias correcton
are distorted.
The convergence of the eigenvalues found by SpIN is shown in 4.3. The bias corrected eigenvalues converge towards their correct value after around 150.000 iterations.
Without bias correction all eigenvalues converge towards wrong values and their eigenfunctions also heavily differ from the exact solution.

5. Conclusion
As seen in the previous chapter, the Spectral Inference Network was able to compute
the eigenfunctions of the time-independent Schrödinger equation with high accuracy
using a modified stochastic gradient descent. This strongly suggests the correctness
of SpIN for the considered application.
Other applications for SpIN have been successfully tested, including feature analysis
of moving objects in videos. In [7], further examples featuring next frame predictions
in arcade games, such as beam rider and space invaders, are discussed.
In conclusion, neural networks have been shown to be valid methods for spectral
analysis in applications relevant to computational chemistry and physics, where the
space of operation is high-dimensional and the dataset so large that other methods
are infeasible.
A major limitation of SpIN is the computation of Jacobians JΣ and JΠ in every
step. This makes the execution till convergence of SpIN very time consuming. Also
extensions to more complex systems has yet to be researched. In the aforementioned
test cases on video, analysis complex and non trivial structures have been found.
In the future SpIN might be suitable for tasks such as object tracking or gesture
recognition. The Hamilton operator is a relatively simple linear operator. Since SpIN
has been proven to work on it, there is great room for improvements.[7]
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